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PREFACE	
 
 

Artificial	 intelligence	 (AI)	 is	 transforming	 the	 practice	 of	
medicine.	 It	 is	 helping	 doctors	 diagnose	 patients	 more	
accurately,	 predict	 treatment	 effects	 on	 individuals,	 and	
recommend	better	treatments.	AI	is	also	transforming	the	drug	
discovery	 and	 development	 process,	 helping	 pharmaceutical	
researchers	 to	 identify	 and	 design	 active	 drug	 candidates,	 and	
reducing	the	cost	of	the	clinical	testing	phase.	Recently,	the	FDA	
moved	 toward	 a	 new,	 tailored	 review	 framework	 for	 artificial	
intelligence-based	medical	devices	(Gottlieb,	April	2019).	
	
There	is	considerable	confusion	surrounding	statistics	and	AI	or	
machine	 learning	 (ML)	 technology.	 Since	 traditional	 statistics	
and	 ML	 both	 deal	 with	 data,	 and	 an	 increasing	 number	 of	
statisticians	 and	 data	 scientists	 have	 become	 involved	 in	 AI	
research,	the	meaning	and	scope	of	AI	are	constantly	evolving.	
Sometimes	the	differences	are	indiscernible,	but	AI	is	clearly	not	
equal	 to	 statistics.	 Here	 are	 some	 subtle	 differences:	 (1)	 AI	 or	
ML	emphasizes	learning	and	prediction,	while	classical	statistics	
focuses	on	type-I	error	rate.	(2)	Statistics	and	AI	both	deal	with	
uncertainty,	 but	 the	 former	 focuses	 on	 the	 mathematical	
approach	and	probability	distributions,	while	the	latter	is	mainly	
algorithm-based.	 (3)	 ML	 takes	 its	 main	 aim	 at	 real	 world	
experiences,	 while	 classical	 statistics	 is	 often	 evaluated	 under	
an	 ideal	 assumed	 probability	 distribution.	 The	 broad	 term	 AI	
(technology)	 not	 only	 includes	 ML	 and	 its	 software	
implementation,	but	also	the	hardware,	such	as	robots.	
	
This	 book	 is	 intended	 for	 a	 broad	 readership:	 sufficiently	
straightforward	 for	 college	 freshmen	 and	 informative	 enough	
for	researchers.	Chapter	1	gives	a	gentle	introduction	to	the	five	
ML	 categories	 of	 learning:	 supervised,	 unsupervised,	
reinforcement,	evolutionary	and	swarm	intelligence.	Chapters	2	
through	6	discuss	the	key	concepts	of	the	main	methods	in	each	
of	the	five	AI	categories	and	their	applications	in	pharmaceutical	
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research	 &	 development	 and	 healthcare.	 	 Chapter	 7	 provides	
a	state-of-the-art	 review	of	AI	applications	 in	prescription	drug	
discovery,	 development,	 pharmacovigilance,	 and	 healthcare.	
Chapter	 8	 discusses	 artificial	 general	 intelligence	 and	 its	
controversies,	 challenges,	 and	 likely	 future	 directions.	 A	 few	
equations	 are	 included	 to	 effectively	 deliver	 key	 concepts	 and	
100	 key	 references	 are	 cited	 to	meet	 researchers’	 needs.	 The	
book	 is	 a	 simplified	 version	 of	 my	 previous	 book:	 Artificial	
Intelligence	 for	 Drug	 Development,	 Precision	 Medicine,	 and	
Healthcare.	Readers	who	want	to	get	hands	on	experiences	may	
explore	the	book	with	computer	code	in	R.	

As	 you	 read,	 keep	 in	 mind	 that	 there	 are	 some	 different	
conventions	 in	 terminologies	 in	 statistics,	 bioinformatics,	 and	
machine	 learning	 (AI).	 For	 example,	 the	 terms	 independent	
variables,	 factors,	 predictors,	 features,	 attributes,	 and	
characteristics	are	used	by	people	 from	different	 fields	 for	 the	
same	 thing.	 We	 will	 mainly	 use	 the	 AI	 conventions,	 but	 not	
exclusively.	

I	 am	deeply	indebted	 to	Dr.	 Robert	 Pierce,	 who	 gave	 a	 great	
deal	 of	 assistance	 in	 the	 final	 revisions	 of	 the	 manuscript.	
Thanks	to	Monica	Chang	for	creating	the	book	cover	for	me.		

	

Mark	Chang,	PhD	

AGInception	Research	

Boston	University	
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Chapter 1: Overview of Modern 
Artificial Intelligence 

 
 

1.1 Artificial Intelligence and Machine 
Learning 
The	 term,	 artificial	 intelligence	 (AI),	 was	 coined	 by	 John	
McCarthy,	 Marvin	 Minsky,	 Nathaniel	 Rochester,	 and	 Claude	
Shannon	 in	1955	 (Russell	 and	Norvig,	 2003).	AI	 is	 tied	 to	what	
we	used	to	think	of	as	what	comprised	a	robot’s	brain,	or	to	the	
function	of	such	a	brain.	In	a	general	sense,	AI	includes	robotics.	
The	 term	AI	 often	 emphasizes	 the	 software	 aspects,	while	 the	
term	robot	includes	a	physical	body	as	an	important	part.		

AIs	can	be	divided	into	two	general	categories,	weak	and	strong	
AI.	 	 A	weak	 AI	 (WAI)	 aims	 at	 carrying	 out	 specific	 tasks,	while	
strong	AI	or	artificial	general	intelligence	(AGI)	aims	at	creating	a	
mechanical	brain	 that	 is	 capable	of	what	 the	human	brain	 can	
do.	We	will	spend	most	chapters	considering	WAI,	as	our	major	
advancements	 so	 far	 are	 only	 in	 WAI,	 while	 we	 also	 provide	
stimulating	discussions	on	AGI	in	the	last	chapter.		
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In	 the	 areas	 referred	 to	 today	 as	machine	 learning	 (ML),	 data	
mining,	pattern	 recognition,	and	expert	 systems,	progress	may	
be	said	to	have	started	around	1960.	Samuel	(1959)	coined	the	
term	machine	 learning,	 reporting	on	programming	a	 computer	
“so	that	it	will	learn	to	play	a	better	game	of	checkers	than	can	
be	played	by	the	person	who	wrote	the	program.”	Though	the	
terms	AI	and	machine	learning	are	often	used	interchangeably.	
ML	 emphasizes	 learning	 from	 data,	 whereas	 AI	 has	 a	 broader	
sense	that	can	include	ML	and	the	implementation	of	software	
and	hardware.	

Bioinformatics	 involves	 ML	 studies	 in	 biology	 and	 drug	
discovery.	As	an	interdisciplinary	field	of	science,	bioinformatics	
combines	 biology,	 computer	 science,	 and	 statistics	 to	 analyze	
biological	 data.	 An	 example	 would	 be	 an	 identification	 	 	 of	
candidate	 genes	 and	 single	 nucleotide	 polymorphisms	 (SNPs)	
for	 a	 better	 understanding	 of	 the	 genetic	 basis	 of	 disease,	
unique	 adaptations,	 desirable	 properties,	 and	 differences	
between	 populations.	 In	 the	 field	 of	 genetics	 and	 genomics,	
bioinformatics	aids	 in	sequencing	and	annotating	genomes	and	
their	observed	mutations.	Since	AI	methods	were	introduced	to	
biotech	 companies	 in	 the	 1990s,	 different	 ML	 methods	 have	
contributed	significantly	to	drug	discovery.	

	

1.2 Types of Machine Learning Methods 
Commonly	 used	 ML	 can	 be	 classified	 into	 five	 general	
categories:	 supervised,	 unsupervised,	 reinforcement,	 and	
evolutionary,	and	swarm	intelligence	learning	methods.	
	
A	 typical	 task	 for	 supervised	 learning	 is	 classification,	 e.g.,	
disease	 or	 no	 disease.	 In	 supervised	 learning,	 the	 learner	 will	
give	 a	 response	 y	 based	 on	 an	 input	 x,	 and	 will	 be	 able	 to	
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compare	 his	 response	 y	 to	 the	 target	 (correct)	 response.	 In	
other	words,	 the	 “learner”	 presents	 an	 answer	y	 for	 each	 x	 in	
the	 training	 sample,	 and	 the	 supervisor	 provides	 either	 the	
correct	answer	or	an	error	associated	with	the	learner’s	answer.	
The	 term	 learning	 here	 refers	 to	 the	 learner	 (model)	 adjusting	
its	parameters	to	reduce	the	error	by	using	the	training	dataset.	
The	 trained	 AI	 model	 can	 be	 used	 for	 future	 predictions.	
Supervised	 learning	 has	 been	 used	 in	 disease	 diagnosis,	 drug	
safety	signal	detection,	and	other	medical	fields.	
	
Typical	 tasks	of	unsupervised	 learning	are	document	clustering	
and	 information	retrieval.	 In	unsupervised	 learning,	 the	 learner	
receives	 no	 feedback	 from	 the	 supervisor	 at	 all.	 Instead,	 the	
learner’s	 task	 is	 to	 re-represent	 the	 inputs	 in	 a	more	 efficient	
way,	 for	 instance,	 as	 clusters	 or	 with	 a	 reduced	 set	 of	
dimensions.	 Unsupervised	 learning	 is	 based	 on	 the	 similarities	
and	differences	among	input	patterns.	The	goal	is	to	find	hidden	
structures	 in	 unlabeled	 data	 without	 the	 help	 of	 a	 supervisor	
providing	a	correct	answer.	In	drug	development,	unsupervised	
learning	 is	 often	 used	 for	 data	 preprocessing	 before	 adopting	
supervised	learning.	
	
An	application	of	reinforcement	 learning	 (RL)	 is	 iRobot,	a	robot	
vacuum	cleaner.	With	reinforcement	learning,	an	iRobot	is	able	
to	learn	the	environment	and	find	the	optimal	routine	to	clean	
the	room.	RL	concerns	how	a	 learner	should	take	actions	 in	an	
environment	 so	 as	 to	 maximize	 some	 notion	 of	 long-term	
reward.	 RL	 gets	 feedback	 from	 real-world	 experiences;	 its	
algorithms	attempt	to	find	a	policy	(or	a	set	of	action	rules)	that	
maps	states	of	the	world	to	the	actions	the	learner	should	take	
in	 those	 states.	 Unlike	 supervised	 learning,	 in	 RL	 the	 correct	
input-output	pairs	are	never	presented.	Furthermore,	there	is	a	
focus	on	on-line	performance,	which	involves	finding	a	balance	
between	exploration	of	uncharted	territory	and	exploitation	of	
one’s	 current	 knowledge.	 RL	 is	 widely	 studied	 in	 the	 field	 of	
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robotics.	 RL	 has	 also	 been	 suggested	 for	 drug	 development	
programs	(Chang,	2020).	

	

Figure	1.1:	Types	of	Machine	Learning	Approaches					
	

Biological	 evolution	 can	 be	 viewed	 as	 a	 learning	 process:	 how	
biological	 organisms	 have	 offspring	 and	 adapt	 to	 their	
environment	can	improve	the	probability	of	the	species’	survival	
and	 success.	 Inspired	 by	 such	 biological	 evolutionary	
mechanisms,	 genetic	 programming	 (GP)	 was	 developed	
(Richard	Forsyth,	1981),	demonstrating	the	successful	evolution	
of	 small	 programs	 to	 perform	 classification	 of	 crime	 scene	
evidence.	 In	 GP,	 computer	 programs	 are	 encoded	 as	 a	 set	 of	
genes	 that	 are	 then	 modified	 (evolved)	 using	 an	 evolutionary	
algorithm.	The	methods	used	to	encode	a	computer	program	in	
an	artificial	chromosome	and	to	evaluate	its	fitness	with	respect	
to	 the	predefined	task	are	central	 in	the	GP	technique.	GP	has	
been	used	in	many	aspects	of	drug	development	(Ghaheri	et	al.,	
2015).	
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systems.	The	 intelligence	possessed	by	a	 self-organized	system	
is	 called	 swarm	 intelligence	 (SI)	 or	 collective	 intelligence.	
Artificial	SI	 is	an	emerging	 field	of	biologically	 inspired	artificial	
intelligence,	 characterized	 by	 micro	 motives	 and	 macro	
behavior.	A	 good	example	of	 Swarm	 Intelligence	 is	 that	of	 ant	
colonies	 which	 optimally	 and	 adaptively	 forage	 for	 food.	 Ants	
are	 able	 to	 determine	 the	 shortest	 path	 leading	 to	 a	 food	
source,	 simply	 by	 following	 the	 pheromones.	 This	 works	 only	
because	 the	 shortest	 path	 will	 have	 more	 ant	 traffic	 and	
stronger	pheromone	scents	than	other	paths.		

	
1.3	Artificial	Neural	Networks	for	Deep	Learning	
The	 recent	 great	 achievements	 in	 AI,	 mainly	 in	 supervised	
learning,	 are	 exemplified	 by	 deep	 learning	 (DL)	 for	 image	
processing,	voice	recognition,	and	natural	 language	processing.	
An	Artificial	 Neural	 Network	 (ANN),	mimicking	 the	mechanism	
of	 the	human	neural	 network,	 uses	 adaptive	weights	 between	
the	 layers	 in	 the	 network	 to	model	 very	 complicated	 systems.	
The	learning	of	the	network	is	simply	the	adaptation	(updating)	
of	the	weights.		
	
In	 the	 human	 brain,	 each	 neuron	 is	 typically	 connected	 to	
thousands	 of	 other	 neurons.	 A	 typical	 neuron	 collects	 signals	
from	others	 through	 a	host	 of	 fine	 structures	 called	dendrites.	
The	neuron	sends	out	spikes	of	electrical	activity	through	a	long,	
thin	 strand	 known	 as	 an	 axon,	 which	 splits	 into	 thousands	 of	
branches.	 At	 the	 end	 of	 each	 branch,	 a	 structure	 called	 a	
synapse	 converts	 the	 activity	 from	 the	 axon	 into	 electrical	
effects	 that	 inhibit	or	excite	activity	 in	 the	connected	neurons.	
When	a	neuron	 receives	an	excitatory	 input	 that	 is	 sufficiently	
large	 compared	 to	 its	 inhibitory	 input,	 it	 sends	 a	 spike	 of	
electrical	 activity	 down	 its	 axon.	 Learning	 occurs	 by	 changing	
the	 effectiveness	 of	 the	 synapses	 so	 that	 the	 influence	 of	 one	
neuron	on	another	changes.		
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Figure	1.2:	A	Perceptron	
	
To	mimic	the	human	neural	network,	an	ANN	consists	of	layers	
of	 nodes	 and	 weights	 (mimicking	 synaptic	 connections)	 that	
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synaptic	connections	that	exist	between	the	neurons.	The	same	
is	 true	 for	 ANNs:	 learning	 for	 a	 DL	 network	 is	 essentially	
updating	weights	in	the	network	using	training	data	so	that	the	
output	will	match	up	closely	with	the	true	output.	
	
Deep	 learning	 has	 various	 architectures,	 including	 (1)	
Feedforward	 Neural	 Networks	 (FNNs)	 for	 general	 classification	
and	 regression,	 (2)	 Convolution	 Neural	 Networks	 (CNNs)	 for	
image	 recognition,	 (3)	 Recurrent	 Neural	 Networks	 (RNNs)	 for	
speech	 recognition	 and	 natural	 language	 processing,	 and	 (4)	
Deep	 Belief	 Networks	 (DBNs)	 for	 disease	 diagnosis	 and	
prognosis.	 Of	 course,	 these	 are	 only	 examples	 of	 DL	 with	
different	networks.	Different	problems	can	be	solved	using	the	
same	type	of	ANN,	and	different	ANNs	can	be	used	to	solve	the	
same	problem.	
 
1.4 Data Structures and Fusion 
AI	 and	 ML	 often	 rely	 heavily	 on	 data.	 The	 kinds	 of	 random	
variables	 considered	 here	 are	 binary,	 categorical	 (nominal	 and	
ordinal),	 time-to-event,	 vectors,	 matrices,	 sensors,	 sequences,	
trees,	sets,	shapes,	manifolds,	and	functions.		
	
Structured	 data	 refers	 to	 information	 with	 a	 high	 degree	 of	
organization.	One	such	 typical	dataset	 is	a	 relational	database,	
such	 as	 a	 spreadsheet,	 where	 all	 data	 have	 the	 same	 format,	
same	 types,	 same	 variables,	 and	 often	 have	 a	 similar	 high	
quality.	A	relational	database	is	seamless	and	readily	searchable	
by	 simple,	 straightforward	 search	 engine	 algorithms	 or	 other	
search	 operations.	 In	 contrast,	 unstructured	 data,	 such	 as	
emails,	medical	 records,	 and	 social	media	 data,	 are	 essentially	
the	 opposite.	 They	 often	 have	 mixed	 formats	 (image,	 text,	
video,	 sound	 clips),	 different	 variables,	 and	 low	 quality.	
Traditionally,	 classical	 Statistics	 does	 handle	 structured	 data,	
but	 it	 is	 very	 difficult	 to	 handle	 massive	 unstructured	 data	
efficiently	 without	 manual	 interventions.	 Machine	 learning	 is	
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expected	 to	 handle	 structured	 and	 unstructured	 data	 better.	
Since	 the	 pool	 of	 information	 generally	 available	 is	 so	 large,	
current	data	mining	techniques	often	miss	a	substantial	amount	
of	 the	 information	 that's	 out	 there,	 much	 of	 which	 could	 be	
game-changing	data	if	efficiently	analyzed.	AI	technology	can	be	
used	 to	 convert	 unstructured	 data	 into	 structured	 data	 or	
develop	 new	AI	 systems	 that	 can	 directly	 handle	 unstructured	
data	efficiently.		

Data	 fusion	 is	 the	process	of	 integrating	multiple	 data	 sources	
to	produce	more	consistent,	accurate,	and	useful	information.	A	
simple	 example	 will	 be	 combining	 data	 from	 various	 clinical	
trials	 and	 previously	 published	 clinical	 trial	 data.	 Such	 data	
usually	 are	 a	mix	 of	 individual	 patient	 data	 and	 trial	 summary	
data	 (such	 as	 means,	 medians,	 confidence	 intervals,	 standard	
errors,	 sample	 sizes	 and	 p-	 values).	 Interestingly,	 humans	
constantly	 use	 data	 fusion	 in	 comprehending	 the	 surrounding	
world.	 As	 humans,	we	 rely	 heavily	 on	 our	 senses	 and	 physical	
movement.	 We	 rely	 on	 a	 fusion	 of	 smelling,	 tasting,	 and	
touching	 food	 to	ensure	 that	 it	 is	edible	 (or	not).	 Similarly,	we	
depend	on	our	ability	 to	 see,	hear,	and	control	 the	movement	
of	our	body	 to	walk	or	drive	and	 to	perform	most	of	our	daily	
tasks.	 Our	 brain	 performs	 fusional	 processing	 based	 on	
individual	 knowledge	 at	 instants	 in	 time,	 and	 we	 take	 the	
appropriate	 action.	 Such	 level	 of	 data	 fusion	 is	 to	be	 achieved	
by	AI.		

	

1.5 General Steps in Applying Machine 
Learning 
In	order	to	use	ML	methods,	there	are	common	steps	involved,	
as	outlined	in	the	following:	
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1. Purpose:	Elaborate	the	problem	to	be	solved	clearly	and	
your	purposes	 in	using	machine	 learning.	This	will	help	
you	 narrow	 down	 a	 small	 set	 of	 machine	 learning	
methods	for	your	target.	

2. Data	 Source:	 Identify	 data	 source	 and	 data	 format	
(written	on	paper,	 recorded	 in	 text	 files,	 spreadsheets,	
or	 stored	 in	 an	 SQL	 database),	 then	 process	 (convert,	
merge)	 them	 into	 one	 electronic	 format	 suitable	 for	
analysis.	 These	data	will	 serve	as	 the	 learning	material	
that	 a	 ML	 algorithm	 uses	 to	 generate	 actionable	
knowledge.	 The	 quality	 of	 any	 ML	 project	 is	 based	
largely	on	the	quality	of	data	it	uses.	

3. Model	 Training:	 Unless	 your	 problem	 has	 been	 well	
studied	 and	 a	 trained	model	 can	 be	 used	 as	 directed,	
you	 have	 to	 train	 the	 ML	 or	 determine	 the	 model	
parameters	using	your	training	data.	

4. Performance	 Evaluation:	 Before	 you	 apply	 the	 ML	
algorithm,	 you	 need	 to	 evaluate	 its	 performance.	
Evaluation	 is	usually	done	using	the	same	training	data	
because	overfitting	is	a	problem;	another	dataset,	of	so-
called	 testing	 data,	 is	 needed	 to	 evaluate	 the	 model	
performance.		

5. Model	 Optimization:	 Depending	 on	 model	 complexity,	
we	often	need	to	recursively	use	training	data	and	test	
data	 to	 determine	 the	 optimal	 ML	 parameters	 and	
make	 comparisons	 among	 different	 ML	 algorithms	 to	
identify	the	optimal	model	among	several	ML	methods.	
This	 parameter	 tuning	 process	 is	 often	 called	 cross-
validation.	

6. Apply	the	optimal	model	with	trained	parameters	to	the	
intended	task.	

	

In	 short,	 select	 your	 ML	 algorithm	 according	 your	 clearly	
defined	 goal,	 use	 training	 data	 to	 determine	 training	 model	
parameters,	 test	 the	 trained	model	 and	 retrain	 it	 if	 necessary,	
and	apply	the	retrained	model.	



10 

 
 
 
 
 
 

Chapter 2: Similarity-Based 
Artificial Intelligence 

 
 

2.1 Challenges Facing Statistics  
Simpson's	paradox,	introduced	by	Colin	R.	Blyth	in	1972,	points	
to	 apparently	 contradictory	 results	 between	 aggregate	 data	
analysis	and	analyses	from	data	partitioning	(Chang,	2014).	

	
Table	2.1:	Drug	Responses	in	Males	and	Females	

	 Drug	A	 Drug	B	

Males	 200/500	 380/1000	

Female	 300/1000	 140/500	

Total	 500/1500	 520/1500	

	
Suppose	two	drugs,	A	and	B,	are	available	for	treating	a	disease,	
and	 the	 treatment	 effect	 (in	 terms	 of	 remission	 rate)	 is	
520/1500	 for	 B,	 slightly	 better	 than	 the	 rate	 of	 500/1500	 for	
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treatment	A	 (Table	2.1).	Thus	we	will	prefer	 treatment	B	 to	A.	
However,	 after	 further	 looking	 into	 the	 data	 for	 males	 and	
females	separately,	we	see	that	the	treatment	effect	in	males	is	
200/500	 with	 A,	 better	 than	 380/1000	 with	 B,	 while	 the	
treatment	 effect	 in	 females	 is	 300/1000	 with	 A,	 better	 than	
140/500	 with	 B.	 Therefore,	 whether	 female	 or	 male,	 we	 will	
prefer	treatment	A	to	B.	Should	we	take	treatment	A	based	on	
each	specific	gender	group	or	B	based	on	the	total	population?	

	
Table	2.2:	Drug	Responses	in	Young	and	Old	Females	

	 Drug	A	 Drug	B	

Young	Females	 20/200	 40/300	

Old	Females	 280/800	 100/200	

Total	 300/1000	 140/500	

	

The	problem	can	be	even	more	controversial.	Suppose	when	we	
further	 look	 into	 the	 subcategories	 Young	 Female	 and	 Old	
Female,	 and	 the	direction	of	 treatment	 effects	 switches	 again,	
i.e.,	 treatment	 B	 has	 better	 effect	 than	 treatment	 A	 in	 both	
subcategories,	 consistent	 with	 the	 treatment	 effect	 for	 the	
overall	 population	 (Table	 2.2).	 The	 question	 is:	 what	 prevents	
one	 from	 continuing	 partitioning	 the	 data	 into	 arbitrary	 sub-
categories	 and	 how	 specific	 is	 too	 specific?	 Which	 treatment	
should	a	doctor	recommend	to	a	patient?		

The	same	 issue	arises	 in	the	area	of	rare	disease	and	precision	
medicine.	 Compounding	 the	 signal-to-noise	 issue	 calls	 for	
tailoring	 treatment	 to	 specific	 patient	 types,	 a	 practice	 also	
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known	 as	 precision	 medicine.	 If	 the	 promise	 of	 precision	
medicine	is	to	be	realized,	we	need	to	stratify	clinical	trials	into	
more	 and	 smaller	 subgroups	 of	 treatment-eligible	 patients.	
Again,	the	same	question	needs	to	be	answered:	how	specific	is	
too	specific?	

Today,	 the	 goal	 of	many	 clinical	 trials	 is	 to	 support	marketing	
authorization	of	new	drugs	globally.	By	necessity,	many	clinical	
trials	became	global	trials.	Clinical	trials	across	multiple	regions	
of	the	world	have	become	common	practice.	While	global	trials	
may	have	increased	the	efficiency	of	clinical	drug	development,	
they	present	additional	regulatory	and	statistical	challenges.	For	
instance,	if	the	overall	drug	effect	is	statistically	significant	when	
all	 regions	 are	 combined,	 but	 very	 different	 drug	 effects	 are	
observed	 in	 different	 countries,	 how	 should	 a	 drug	be	used	 in	
different	 countries?	 A	 second	 question	 is:	 How	 should	 the	
region	 be	 defined,	 as	 a	 country,	 a	 state,	 a	 city,	 or	 even	
something	that	is	not	geographically	defined?	It	indeed	ends	up	
in	the	same	issue	as	before:	how	specific	is	too	specific?	

If	you	are	a	statistician,	you	may	suggest	a	regression	model	to	
adjust	 all	 the	 potential	 confounders.	 However,	 this	 popular	
approach,	 though	 very	 popular,	 carries	 with	 it	 even	 more	
challenging	 issues:	 the	 subjectivity	 of	 causality	 and	 difficult	 to	
interpret	causal	effects.	And	here	 is	an	example	that	highlights	
these	 issues.	 Starting	 with	 a	 simple	 relationship	 between	 a	
person’s	height	(H)	and	leg	length	(L),	we	use	two	mathematical	
models	with	no	reference	to	any	random	errors.	

Mathematical	Model	1:	

𝐻 = 𝐻 + 0(𝐿).	

The	 coefficient	 for	 the	 predictor	 L	 is	 0	 because	 H	 has	 already	
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implicitly	included	the	factor	L.	Thus,	from	this	model	we	would	
conclude	that	the	leg	length	contributes	nothing	to	the	height.		

In	math	model	2,	we	introduce	a	different	variable,	the	upper	
body	height	U	=	H	–	L.	We	rewrite	Model	1	in	a	different	form.	

Mathematical	Model	2:		

	𝐻 = 𝑈 + 1(𝐿).	

Thus,	 using	Model	 2,	we	would	 conclude	 that	 the	 leg	 length	 L	
contributes	 significantly	 to	 the	 height	 with	 coefficient	 of	 1,	
meaning	that	a	one	inch-increase	in	leg	will	increase	the	height	
by	the	same	amount,	a	fact	that	any	five-year	old	knows.		

In	Model	 1,	 the	 two	 predictors,	 H	 and	 L	 are	 related,	 while	 in	
Model	2,	the	predictors	U	and	L	are	independent.	From	Model	1	
and	 Model	 2,	 we	 see	 that	 the	 effect	 of	 a	 predictor	 changes	
depending	on	 the	association	between	 the	predictors	 included	
in	the	model.		

We	 now	 introduce	 a	 statistical	 model	 that	 involves	 an	 error	
term,	ε.	To	do	this	we	measure	shoulder	height	(S)	in	addition	to	
leg	length	L.	Our	Model	3	is	

𝐻 = 𝑎 𝑆 + 𝑏 𝐿 + 𝜀.	

By	 minimizing	 the	 error,	 we	 can	 determine	 the	 parameters	 a	
and	b.	This	b	will	be	a	value	likely	equal	to	0	or	1.	Therefore,	we	
have	another	conclusion:	that	the	effect	of	leg	length	on	height	
is	b.	We	can	continue	on	and	on	to	have	more	complex	models	
with	 more	 predictors.	 Each	 will	 lead	 a	 different	 conclusion	
about	the	effect	of	leg	length	on	height.		

In	 the	 medical	 field,	 the	 outcome	 variable	 is	 usually	 more	
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complex	 than	 height;	 we	may	 instead	 be	 interested	 in	 weight	
loss,	 hemoglobin	 level,	 tumor	 response,	 remission	 rate,	 pain	
reduction,	 survival	 time,	 quality	 of	 life	 outcome,	 or	 toxicity	
measures.	The	associations	among	the	predictors	(attributes	or	
characteristics	 of	 patients),	 such	 as	 genomic	 markers,	
biomarkers,	age,	 race,	baseline	disease	severity,	 comorbidities,	
concomitant	 medications,	 and	 dose	 regiments,	 are	 very	
complicated.	As	different	models	 give	different	 interpretations	
of	the	predictors	and	conclusions,	how	many	predictors	should	
be	 included?	 The	 modern	 statistical	 modeling	 approaches	 are	
commonly	 to	 include	 all	 predictors	 that	 are	 statistically	
significant,	 but	 this	 cannot	 make	 sense	 medically,	 as	 we	 just	
illustrated	 in	 the	 case	 of	 height.	 More	 predictors	 included	
means	 looking	 deeply	 into	 many	 “subcategories”	 as	 in	
Simpson’s	paradox.	The	question	to	ask	is	again:	how	specific	is	
too	specific?		

These	challenges	are	beyond	what	mathematics	or	statistics	can	
answer,	 even	 though	many	 scholars	 have	 tried	 to	 resolve	 the	
controversies	 from	 a	 statistical	 perspective.	 The	 issues	 are	
profoundly	 related	 to	 the	 subjectivity	 of	 science	 and	 our	
perceptions	 of	 scientific	 discoveries.	 But	 fortunately	 one	 can	
resolve	such	controversies	through	the	fundamental	principle	of	
all	science,	the	similarity	principle,	and	similarity-based	machine	
learning	(SBML).	We	discuss	these	next.	

	

2.3 The Similarity Principle 
Science	 aims	 to	 discover	 causal	 relationships,	 and	 to	 predict	
future	 outcomes.	 So	 does	 learning	 (human	 or	 machine	
learning).	 All	 science,	 and	 learning	 itself,	 is	 based	 on	 a	
fundamental	 principle	 --	 the	 similarity	 principle	 (Chang,	 2012,	
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2014).	 The	 principle	 can	 be	 stated	 as:	 similar	 things	 or	
individuals	will	likely	behave	similarly,	and	the	more	similar	they	
are	 the	more	 similarly	 they	 behave.	 For	 instance,	 people	with	
the	same	(or	a	similar)	disease,	gender,	and	age	will	likely	have	
similar	responses	to	a	particular	drug	or	medical	intervention.	If	
they	 are	 similar	 in	 more	 aspects	 they	 will	 have	 more	 similar	
responses.	

To	 qualify	 as	 a	 true	 scientific	 discovery,	 a	 finding	 must	 be	
verifiable.	 Otherwise	 it	 cannot	 be	 called	 science.	 However,	 as	
history	is	unique,	no	two	events	are	identical	or	repeat	exactly,	
and	 even	 the	 same	 individual	 (especially	 a	 living	 being)	 will	
change	 constantly.	 For	 this	 reason,	 we	 have	 to	 group	 similar	
things	 together	 and,	 considering	 them	 as	 approximately	 the	
same,	 study	 their	 common	or	overall	behaviors.	 In	 such	a	way	
we	 artificially	 construct	 reoccurrences	 of	 events.	 For	 example,	
studying	 a	 group	 of	 people	 with	 similar	 personalities,	
psychologists	attempt	to	explain	why	those	people	behave	the	
way	 they	 do.	 Pharmaceutical	 scientists	 treat	 people	 with	 the	
"same"	 disease	 to	 study	 the	 overall	 effect	 of	 a	 drug,	 even	
though	individual	responses	to	the	drug	may	be	different.		

Indeed,	 similarity	 grouping	 is	 the	 basis	 for	 scientific	 discovery,	
and	 the	 similarity	 principle	 we	 believe	 in	 is	 the	 backbone	 of	
causality.	 The	 idea	of	 a	 causal	 relationship	 is	 a	way	 for	human	
beings	 to	 handle	 the	 complex	 world	 in	 a	 simple	 form	 with	 a	
reasonable	approximation,	because	our	brains	are	 limited	-	we	
are	not	all-knowing!		

The	principle	 is	unconsciously	used	at	any	moment	 in	our	daily	
life,	 at	 work,	 in	 all	 the	 sciences,	 in	 statistics,	 and	 even	 in	
mathematics.	We	will	make	 the	similarity	principle	operational	
(not	 just	 stopping	 at	 a	 conceptual	 level)	 so	 that	 it	 can	 be	
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effectively	used	in	the	learning	process.	

	

2.3 Similarity Measures 
A	 similarity	 measure	 or	 similarity	 function	 is	 a	 real-valued	
function	that	quantifies	the	similarity	between	two	subjects	(or	
two	objects,	 two	event	 sequences)	 in	 a	 simple	 form.	Although	
no	single	definition	of	a	similarity	measure	exists,	usually	such	a	
measure	 is,	 in	 some	 sense,	 the	 inverse	 of	 the	 dissimilarity	 or	
distance	(d)	between	two	subjects.	For	instance,	an	exponential	
similarity	function	S	is	defined	

 
𝑆 = exp (−𝑑) 

 
We	 see	 that	 the	 similarity	 score	 reduces	 exponentially	 as	 the	
distance	d	 increases.	Here	d	 ranges	from	zero	to	 infinity,	while	
the	corresponding	S	ranges	from	1	(two	identical	subjects)	to	0	
(completely	different	subjects).	

Similarity	 scores	 can	 be	 used	 to	 build	 a	 network	 in	 which	 the	
nodes	 represent	 individuals	 (persons,	 objects,	 or	 events)	 and	
the	 links	 represent	 the	 associated	 similarities.	 We	 call	 this	
similarity	network	a	similarix.	A	similarix	is	a	weighted	network	
with	similarity	scores	as	the	weights	of	the	links.	Similarixes	can	
be	used	in	network	analysis.	

	

2.4 Similarity-Based Learning 
According	to	the	similarity	principle,	to	predict	the	outcome	Y	of	
a	 new	 person	 with	 attributes	 X	 to	 a	 stimulus,	 we	 use	 the	
similarity-weighted	outcomes	(𝑌!,𝑌!,… ,𝑌!)	of	the	N	patients	in	
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the	training	set.	That	is,	

𝑌 = 𝑐 𝑆!𝑌!
!

 

For	 a	 classification	 problem,	 rounding	 is	 applied	 to	 the	
predicted	 Y.	 The	 normalization	 constant	 𝑐 = 1/ 𝑆! 	 and	 the	
similarity	between	the	new	person	and	the	jth	subject	is		

𝑆! = exp −𝑑!  
	

We	define	an	attribute	to	be	a	value	that	measures	whether,	or	
to	 what	 extent,	 a	 certain	 property	 is	 held	 by	 a	 subject.	 An	
attribute	vector	 is	a	 sequence	of	attributes.	Thus,	 the	distance	
between	attribute	vector	X	of	the	new	person	and	the	attribute	
vector	Xj	for	the	jth	subject	is	𝑑! = 𝑹 𝑿 − 𝑿! .	Here	R	is	a	row	
vector.	Most	importantly,	the	attribute-scaling	factor	R	we	have	
introduced	 allows	 us	 to	 scale	 the	 distance	 according	 to	 the	
importance	of	each	attribute	to	the	outcome.		

A	 subject	 is	 defined	 by	 the	 selected	 attributes.	 Therefore,	 for	
given	paired	subjects,	a	different	selection	of	attributes	can	lead	
to	 a	 different	 similarity	 score.	 The	 similarity	 scores	 are	 also	
related	to	the	outcome	variable.	For	instance,	gender	difference	
has	little	effect	on	IQ	outcome,	but	can	be	a	great	factor	in	the	
capability	 of	 bearing	 children!	 We	 use	 the	 attribute-scaling	
factors	R	 to	 handle	 this	 at	 the	 training	 stage.	 In	 other	 words,	
learning	in	SBML	is	the	updating	of	R	using	a	training	dataset.	

Note	that	a	regression	model	models	the	relationship	between	
dependent	 and	 independent	 variables	 directly,	 while	 SBML	
models	 the	 relationship	 indirectly	 through	 modeling	 the	
relationship	 of	 the	 dependent	 attributes	 (outcomes)	 among	
different	subjects	by	using	similarity	scores.		
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2.5 Training, Validation and Testing 
A	 ML	 model	 is	 generally	 in	 need	 of	 training	 to	 determine	 its	
parameters,	 such	as	 the	attribute-scaling	 factors,	 before	 it	 can	
be	used	 in	a	 real	world	problem.	Moreover,	 the	trained	model	
often	needs	to	be	validated	or	tested	for	its	performance.	Cross-
validation	 is	 often	 used	 in	 variable	 selection	 and	 tuning	 the	
model	 parameters,	 while	 testing	 is	 used	 to	 evaluate	 the	
performances	 of	 different	 ML	 methods.	 Training	 is	 usually	
performed	 on	 normalized	 datasets,	 making	 the	 attributes	
(features	 or	 predictors)	 range	 from	 0	 to	 1	 with	 standard	
deviation	 1,	 as	 an	 example.	 Such	 standardization	 makes	 the	
model	(parameters)	easier	to	generalize	to	other	applications	as	
long	 as	 the	 attributes	 in	 the	 corresponding	 dataset	 are	 also	
normalized.	 The	 commonly	 used	 methods	 for	 validation	 and	
testing	are:	

(1) Exhaustive	 cross-validation	 methods	 are	 cross-
validation	methods	that	learn	and	test	using	all	possible	
ways	 to	 divide	 the	 original	 sample	 into	 a	 training	 and	
validation	set.	

(2) Leave-p-out	 cross-validation	 involves	 using	 p	
observations	 as	 the	 validation	 set	 and	 the	 remaining	
observations	as	the	training	set.	This	 is	repeated	for	all	
ways	to	cut	the	original	sample	into	a	validation	set	of	p	
observations	and	a	training	set.	

(3) Bootstrapping	 is	 the	 random	 selection,	 with	
replacement,	of	m	samples	of	size	p	as	training	sets	and	
n	 samples	 of	 size	 q	 as	 test	 sets.	 This	 method	 is	 more	
appreciated	when	the	sample	size	is	small.	
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Figure	2.1:	Training	Error	versus	Test	Error	

In	 general,	 larger	 attribute-scaling	 factors	R	 (as	 the	number	of	
epochs	 increases)	will	 lead	 to	 a	 smaller	 training	 error.	We	 can	
always	 reduce	 the	 training	 error	 to	 near	 zero	 when	 the	 R	
approach	 infinity.	 However,	 this	 will	 lead	 to	 overfitting	 and	
increase	 test	 error	 (Figure	 2.2).	 The	 test	 error	 is	 our	 real	
concern,	 not	 the	 training	 error.	 Regularization	 is	 a	 commonly	
used	technique	used	to	overcome	the	overfitting	problem.	

 
Regularization	

Regularization	 imposes	a	penalty	on	the	complexity	of	a	model	
in	the	form	of	a	loss	function	based	on	the	principle	of	Occam’s	
razor	(Chang,	2014).	In	learning,	if	we	minimize	the	loss	function	
instead	of	training	error,	the	overfitting	problem	can	largely	be	
circumvented.	 If	 the	 prediction	 accuracy	 is	 measured	 by	 the	
mean	squared	error	(MSE)	between	the	predicted	and	observed	
outcomes,	then	Tikhonov	regularization	or	a ridge	loss	function	
can	 be	 used	 and	 the	 optimization	 problem	 becomes	 one	 of	
finding	a	vector	R	that	minimizes 

Testing	
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𝐿 = 𝑀𝑆𝐸 + 𝜆|𝑹|!	

Here	 |R|	 is	 the	 norm	 or	 overall	 size	 of	 the	 scaling	 factors.	 By	
properly	 selecting	 the	 tuning	 parameter	 λ	 in	 the	 penalty	 term	
through	cross-validation	or	predetermination,	the	training	error	
MSE	can	be	controlled	to	avoid	overfitting.	

Learning	

Learning	 is	essentially	the	updating	of	the	model	parameters	R	
so	as	to	minimize	the	loss,	using	the	Gradient	Method	Algorithm	
with	 the	 training	 data.	 The	 gradient	 method	 makes	 the	
adjustment	of	R	 in	the	maximum	slope	direction	(just	as	we	go	
downhill	 following	 the	 steepest	but	 shortest	path).	 The	 scaling	
factor	 at	 iteration	 t+1	 from	 iteration	 t	 is	 calculated	 using	 the	
formulation	

𝑹(!!!) = 𝑹(!) − 𝛼
𝜕𝐿
𝜕𝑹

	

If	 we	 view	 gradient	 !"
!𝑹
	 as	 the	 direction	 of	 walking,	 then	 the	

constant	 learning	 rate	 α	 (e.g.,	 0.125)	 determines	 the	 stride	
length.	 The	 learning	 rate	 should	 be	 small	 enough	 to	 have	
sufficient	 precision,	 but	 large	 enough	 (e.g.,	 0.25)	 for	
computational	efficiency.			

Now	we	know	how	to	use	SBML	to	resolve	the	Simpson	paradox	
and	other	statistical	controversies	discussed	 in	Section	2.2.	We	
first	record	the	responses	in	all	patients	and	collect	all	potential	
relevant	attributes,	such	as	baseline	disease	severity,	vital	signs,	
gender,	age,	genomics,	and	other	demographics.	 	Training	data	
are	then	used	to	determine	the	attribute-scaling	factors	for	the	
attributes.	 The	 learned	 scaling	 factors	 govern	 the	 relative	
importance	 of	 each	 attribute	 in	 the	 similarity	 score.	 After	 the	
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scaling	factors	are	determined,	individual	response	is	predicted	
using	 similarity-based	 weighting	 of	 the	 known	 responses.	 	 In	
short,	 to	 predict	 patient’s	 response,	 instead	 of	 basing	 the	
response	 (rate)	 in	 a	predetermined	 category	 (e.g.,	 all	 patients,	
male	 patients,	 or	 young	 female	 patients),	 we	 will	 weight	 the	
responses	of	patients	based	on	the	similarity.	

 
A	Case	Study	

Consider,	for	example,	cystic	fibrosis	(CF)	–	a	rare,	inherited,	and	
life-threatening	 disorder.	 CF	 damages	 multiple	 organs	 and	
systems	 in	 the	body,	 including	respiratory,	gastrointestinal	and	
reproductive	 systems.	 In	 CF	 drug	 development,	 a	 clinical	
endpoint	 to	 evaluate	 a	 drug’s	 efficacy	 is	 the	 absolute	
improvement	 in	 lung	 function	 (measured	 by	 the	 percent	
predicted	 forced	expiratory	 volume	 in	one	 second,	or	ppFEV1)	
compared	 to	 a	 baseline.	 The	 attributes	 of	 interest	 include	
treatment,	age,	sex,	and	baseline	ppFEV1.	In	predicting	ppFEV1	
results	 from	 the	 trials,	 SBML	 shows	 a	 22%	 improved	 precision	
over	 classic	 statistical	 optimal	 linear	models,	with	 only	 a	 small	
training	 dataset.	 SBML	 can	 be	 used	 in	 early	 clinical	 trials	 to	
predict	 later	phase	trial	 results	 in	drug	development	 for	better	
trial	design	and	planning.	 In	precision	medicine,	SBML	can	also	
be	used	for	predicting	the	treatment	result	for	future	individual	
patient	results	(rather	than	average	results	over	all	patients)	to	
better	inform	the	patient	and	doctors.	

Nearest-Neighbors	Method		

As	 the	 scaling	 factors	 become	 very	 large	 the	 prediction	 using	
SBML	 will	 degenerate	 to	 the	 K-nearest	 neighbor	 (KNN)	
algorithm,	but	the	relative	scaling	effects	of	different	attributes	
are	still	there.	When	we	buy	a	product	or	seek	advice	on	some	
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matter,	we	 often	 seek	 out	 close	 neighbors	 or	 friends	 for	 their	
opinions,	since	they	are	similar	to	us	(in	many	ways)	and	doing	
so	 is	 a	 convenient	 way	 to	 get	 helpful	 information.	 This	 is	 the	
basic	idea	behind	the	KNN.	In	a	KNN,	an	object	is	classified	by	a	
majority	vote	of	its	neighbors,	with	the	object	being	assigned	to	
the	class	most	common	among	its	K	nearest	neighbors.	

Despite	its	simplicity,	KNN	has	been	used	in	many	classification	
problems,	 such	 as	 the	 deciphering	 of	 handwritten	 digits	 and	
satellite	image	scenes.	In	drug	discovery	and	development,	KNN	
is	used	for	ECG	Pattern	Analysis	and	Classification	(Thomas	and	
Mathew,	 2016)	 and	 for	 a	 three-dimensional	 QSAR	 (Nigsch	 et.	
al.,	2006).  

There	 are	 many	 other	 similarity-based	 ML	 methods	 in	 drug	
development	 with	 prefixed	 similarities	 determined	 by	 field	
experts	 minus	 the	 attribute-scaling	 factors.	 From	 this	
perspective,	 more	 precisely,	 the	 SBML	 discussed	 in	 this	 book	
should	be	called	similarity-principle-based	machine	learning.	

   

2.6 Summary 
The	 similarity	 principle	 is	 a	 fundamental	 principle	 that	 we	
constantly	 use	 in	 our	 daily	 lives,	 causality	 inferences,	 and	
scientific	 discoveries.	 The	 principle	 asserts	 that	 each	 attribute	
contains	 some	 information	 about	 the	 outcome	 of	 events,	 and	
that	similar	things	should	have	similar	outcomes.	This	is	virtually	
always	true	as	long	as	the	target	population	for	the	evaluation	is	
also	defined	using	 the	 same	 set	 of	 attributes	 used	 in	 learning.	
Similarity	in	SBML	is	context-dependent.	That	is,	similarity	is	(1)	
outcome-dependent,	 (2)	 attribute-dependent,	 and	 (3)	 data-
scope	dependent.		
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SBML	can	help	doctors	 to	predict	 the	drug	effect	 in	 individuals	
to	 better	 prescribe	 medicines.	 It	 can	 also	 be	 used	 to	 build	
medical	robots	for	personalized	medicine.	

SBML	 has	 a	 “shrinking	 effect”	 on	 the	 predicted	 outcome	
because	 the	weighted	average	of	outcomes	 is	always	between	
the	minimum	and	maximum	of	 the	outcomes.	 	However,	 if	we	
use	 the	 derivatives	 of	 the	 outcome	 variable	 instead	 of	 the	
outcome	 variable,	 SBML	 can	 predict	 an	 outcome	 that	 is	 larger	
than	observed	outcome	values.	

In	 addition	 to	 the	 shrinking	 effect	 caused	 by	 the	 similarity	
weighting,	 the	penalty	 term	 in	 SBML	 further	 shrinks	 the	mean	
squared	 error	 (MSE).	 At	 the	 same	 time,	 the	 similarity	
normalization	 in	 the	weights	makes	an	unbiased	adjustment	 in	
SBML.	 Most	 ML	 methods,	 such	 as	 ridge	 regression,	 have	 to	
make	a	tradeoff	between	biasedness	and	variance.	

While	 most	 ML	 methods	 require	 big	 training	 data,	 the	 SBML	
works	for	small	data	too.	Therefore,	SBML	can	be	used	 in	drug	
development	 for	 rare	 diseases	 and	 for	 other	 problems	 even	
when	only	small	amounts	of	data	are	available.	

In	 almost	 all	 similarity-based	 ML	 methods,	 the	 similarities	
between	 subjects	 are	 usually	 determined	 subjectively	 by	 field	
experts.	 In	 SBML,	 the	 similarity	 scores	 are	 objectively	
determined	 by	 the	 training	 data	 through	 a	 limited	 number	 of	
scaling	 factors.	 A	 SBML	 R	 program	 is	 available	 from	 Chang’s	
book	(2020).	

Training,	 validation,	 and	 testing	 are	 important	 steps	 when	
building	 an	 AI	 system.	 Only	 the	 trained	model	 can	 be	 used	 in	
prediction	in	the	real	world.	The	validation	processes	are	often	
used	 for	 tuning	 model	 parameters	 such	 as	 the	 learning	 rate,	
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penalty	 parameters,	 and	 the	 number	 of	 epochs.	 The	 use	 of	 a	
penalty	is	an	effective	tool	in	dealing	with	overfitting	problems.		
	
Recursive	 learning	 resembles	 the	 natural	 human	 way	 of	
learning.	It	is	an	efficient	way	to	learn	from	complicated	data	in	
which	the	differences	are	often	difficult	to	precisely	define.	For	
instance,	two	trials	conducted	at	different	times	or	 in	different	
countries	may	differ	 in	medical	practice,	or	on	account	of	 race	
or	other	unknown	characteristics.	The	 recursive	SBML	can	also	
be	used	for	dimension	reduction	(Chang,	2020).	
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Chapter 3: Artificial Neural 
Network And Deep Learning 

 

3.1 Feedforward Networks 
Types	of	Neural	Networks	

Artificial	 neural	 networks	 (ANNs)	 are	 computing	 systems	
inspired	 by	 the	 biological	 neural	 networks	 in	 animal	 brains.	
ANNs	 take	 input	 data	 and	 output	 desired	 outcomes	 after	
training.	The	learning	in	an	ANN	refers	to	its	ability	of	outputting	
outcomes	 that,	 through	 training,	 are	 closer	 and	 closer	 to	 the	
right	answer	over	 time.	The	adjustments	of	weights	 in	an	ANN	
are	what	make	the	ANN	learn. 

An	 ANN	 model	 includes	 the	 input	 layer,	 one	 or	 more	 hidden	
layers,	 and	 the	 output	 layer.	 Each	 layer	 contains	 input	 and	
output	nodes,	weights,	and	activation	 functions.	Deep	 learning	
ANN	 architectures	 include	 (1)	 Feedforward	 Neural	 Networks	
(FNNs)	for	general	classification	and	regression,	(2)	Convolution	
Neural	 Networks	 (CNNs)	 for	 image	 recognition,	 (3)	 Recurrent	
Neural	 Networks	 (RNNs)	 for	 speech	 recognition	 and	 natural	
language	 processing,	 and	 (4)	Deep	 Belief	 Networks	 (DBNs)	 for	
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disease	 diagnosis	 and	 prognosis.	 Two	 other	 popular	 neural	
networks	 are	 Generative	 Adversarial	 Networks	 (GANs)	 for	
classification	 problems	 and	 Autoassociative	 Networks	
(Autoencoders)	 for	 dimension	 reduction.	 Although	 an	
autoencoder	 will	 result	 in	 a	 dimension	 reduction	 in	 an	
unsupervised	 manner,	 the	 training	 process	 is	 supervised	
learning.	

	

Figure	3.1:	Feedforward	Neural	Network		

A	 FNN,	 also	 known	 as	 a	 multilayer	 perceptron,	 has	 input	 and	
output	 layers,	 and	 hidden	 layers	 in	 between.	 At	 each	 layer	
(except	the	input	layer),	an	activation	function	f	is	applied	to	the	
weighted	 sum	 of	 input	 data	 from	 the	 previous	 layer.	 The	
resulting	outputs	at	each	layer	serve	the	input	data	for	the	next	
layer.	 For	 example,	 the	 output	 Yi	 for	 the	 ith	 node	 at	 the	 first	
layer	is	a	function	of	input	data	xi,		
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The	outputs	Yi	will	serve	as	the	input	for	the	(i+1)th	layer,	and	so	
on.	 Different	 activation	 functions	 f	 can	 be	 used	 at	 different	
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layers	in	an	ANN,	such	as	the	rectifier	(ReLU),	sigmoid,	and	tanh	
functions	used	to	mimic	a	biological	mechanism.	The	neurons	in	
the	 perceptron	 share	 the	 inputs,	 but	 not	 the	 weights	 and	
activation	functions	(Figure	3.1).	

Two	layers	in	an	ANN	are	usually	fully	connected	by	weights.	As	
the	 number	 of	 layer	 increases,	 the	 number	 of	 weights	 will	
increase	exponentially.	Therefore,	to	reduce	the	computational	
burden,	 some	 links	 (weights)	 between	 layers	 can	 be	 dropped	
and	the	layers	become	more	loosely	connected.	

Learning	and	Backpropagation	Algorithms	

The	 numbers	 of	 layers	 and	 nodes	 are	 usually	 fixed;	 the	 only	
things	 that	 can	 change	 are	 the	 weights	 in	 the	 network.	 The	
question	is	how	to	convert	a	person’s	way	of	learning	into	a	set	
of	 rules	 for	 changing	 the	weights	 so	 that	 the	network	outputs	
the	 right	 answer	 or	 appropriate	 response	 more	 often.	 In	
practice,	 the	 weight	 modifications	 are	 through	 training	 using	
the	 gradient	 method,	 more	 precisely,	 a	 backpropagation	
algorithm	(BPA).		

Backpropagation	 algorithms	 make	 deep	 learning	 ANNs	
computationally	possible.	 In	 fact,	 a	BPA	 for	multilayer	artificial	
neural	networks	was	an	important	precursor	contribution	to	the	
success	 of	 deep	 learning	 in	 the	 2010s	 (Bryson	 and	 Ho,	 1975),	
once	 big	 data	 become	 available	 and	 computing	 power	 was	
sufficiently	 advanced	 to	 accommodate	 the	 training	 of	 large	
networks.	There	are	several	AI	software	packages	available	in	R	
for	building	ANNs,	including	keras	and	kerasR.	
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3.2 Convolutional Neural Networks 
	

Ideas Behind CNN 

A	convolutional	neural	network	(CNN)	is	actually	a	class	of	deep	
neural	 networks,	 mainly	 applied	 to	 image	 analysis.	 CNN	
architectures	can	also	be	used	to	detect	very	different	lesions	or	
pathologies	 in	 subjects	 without	 the	 need	 of	 manual	 feature	
design.		

	
	

Figure	3.2:	A	Sketch	of	Deep	Learning	Architecture	(CNN)	

A	 CNN	 architecture	 consists	 of	 many	 layers	 (Figure	 3.2),	 each	
one	playing	a	different	role.	 (1)	The	 input	 layer	 takes	the	 input	
from	 the	 source	 images	 or	 objects	 and	 converts	 it	 to	 data	 or	
numbers.	 (2)	 A	 convolution	 layer	 identifies	 certain	 features	 of	
the	 images	 by	 inspecting	 the	 image’s	 pieces	 and	 outputting	 a	
value	 dependent	 on	 the	 filter	 used.	 A	 filter	 is	 a	 powerful	 tool	
that	 makes	 it	 possible	 to	 discover	 a	 feature	 contained	 in	 the	
source	 images.	To	 identify	different	elemental	 features	we	use	
filters	 at	 different	 convolution	 layers.	 (3)	 An	 activation	 layer	
decides	 whether	 the	 neuron	 fires	 (‘spikes')	 for	 the	 current	
inputs.	(4)	A	pooling	layer	converts	the	original	higher	resolution	
images	to	lower	resolution	images,	in	order	to	reduce	the	size	of	
the	images.	(5)	Although	some	weights	connecting	layers	can	be	
removed	(dropped)	to	reduce	the	dimension	for	computational	
efficiency,	 the	 fully	 connected	 layers	 (dense	 layers)	 take	 the	

Convolution	
Layer	

Pooling	
Layer	

Activation	
Layer	

Dense	
Layer	

Dog?	

Yes	
No	

Input	
Layer	

Output	
Layer	



AI for Drug Development and Well-Being 

29 

high-level	 filtered	 images	 and	 translate	 them	 into	 votes	 in	
classifying	the	source	images.	

 
Convolution Layers	

The	main	idea	of	a	CNN	is	seen	at	the	convolution	layers,	where	
different	 filters	are	used.	Each	 filter	 is	used	to	 identify	or	 filter	
out	particular	 features	or	 image	elements	 such	as	eyes,	noses,	
lines,	etc.,	 just	as	when	we	search	for	particular	objects	from	a	
complex	picture.	

 
Figure	3.3:	Convolution	Produces	a	Shrunken	Image	

The	 term	 convolution	 is	 from	 mathematics	 (calculus).	 It	
corresponds	 to	 an	 image	 inspection	 process	 through	 a	 small	
moving	filter.	A	filter	can	be	thought	of	as	a	piece	of	virtual	glass	
with	 various	 transparencies	 at	 different	 locations	 according	 to	
the	feature	being	investigated.	Let’s	look	into	how	convolutions	
work	in	a	CNN.		

Taking	 image	 X	 as	 an	 example,	 we	 code	 a	 value	 of	 1	 for	 the	
pixels	where	X	 is	 located	and	a		value	of	-1	for	all	other	places.	
The	 filter	 with	 a	 backslash	 is	 also	 coded	 using	 1	 and	 -1	
implementing	the	same	rule.		

To	 filter	 the	 image,	 we	 place	 a	 filter	 over	 the	 image,	 starting	
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from	 the	 left	 upper	 corner,	 do	 the	 calculation	 (filtering)	 and	
then	move	to	the	next	position	by	a	stride	(one	or	more	pixels	
to	 the	 left	 or	 down)	 and	 perform	 filtering	 again.	We	 continue	
until	 the	 filter	 covers	 all	 possible	 positions.	 To	 calculate	 the	
convolution	at	a	position,	we	simply	(1)	put	the	filter	on	top	of	
the	coded	image,	(2)	count	the	numbers	of	matches	(pixels	with	
the	 same	code,	 -1	or	1)	and	mismatches,	and	 (3)	 compute	 the	
proportion	of	net	matches:	

Convolution	=	(#	of	matches	−	#	of	mismatches)/		(size	of	filter	in	pixels)	

Obviously,	 filtering	 will	 result	 in	 a	 shrunken	 image	 (fewer	
pixels),	 but,	 more	 importantly,	 the	 filtered	 image	 does	 show	
larger	 values	 on	 the	 diagonal	 of	 the	 filtered	 image,	 indicating	
that	 the	 original	 image	has	 a	 backslash	we	were	 searching	 for	
using	 the	 filter.	 	 If	 there	 were	 no	 backslash	 in	 the	 original	
picture	 as	 the	 filter	 is	 looking	 for,	 the	 resulting	 picture	 would	
not	have	a	backslash	that	is	represented	by	higher	values.	

Pooling Layer 

Pooling	 is	 a	 way	 to	 take	 large	 images	 and	 shrink	 them	 down	
while	 preserving	 the	 most	 important	 information	 in	 them.	 It	
consists	of	stepping	a	small	window	across	an	image	and	taking	
the	maximum	value	from	the	window	at	each	step.	A	window	of	
2	pixels	on	a	side	and	steps	of	2	pixels	works	well.	Other	pooling	
methods	 exist,	 such	 as	 average	 pooling.	 A	 pooling	 layer	
performs	pooling	on	a	collection	of	images	to	help	manage	the	
computational	load.	The	visual	effect	of	pooling	is	somewhat	as	
if	one	sees	the	image	from	a	greater	distance.	
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Figure	3.4:	Maximum	Pool	with	2x2	Filters	and	Stride	2	

Hyperparameters 

We	now	have	a	good	picture	of	how	a	CNN	works,	but	there	is	
still	 a	 list	 of	 questions	 that	 need	 to	 be	 answered	 through	
training	and	validation:	

1. How	many	layers	of	each	type	should	there	be,	in	what	
order?	And	how	to	deal	with	color	images?	

2. Some	deep	neural	networks	 can	have	over	a	 thousand	
layers;	 what	 is	 the	 trade-off	 among	 the	 number	 of	
layers,	 the	 size	 of	 each	 layer,	 and	 the	 complexity	 of	
filters	or	layers?	

3. For	convolution	layers,	what	features	or	filters	shall	we	
use,	 and	what	 size	 for	 each	 filter?	How	big	 should	 the	
stride	be?	

4. For	 each	 pooling	 layer,	 what	window	 size	 and	 pooling	
algorithm	should	be	used?	

5. For	 each	 fully	 connected	 layer,	 how	 many	 hidden	
neurons	or	weights	are	needed?	

	

These	questions	can	be	answered	using	ML	software,	but	topic	
is	beyond	the	scope	of	this	book.	

	
CNNs for Medical Image Analysis	

Medical	 image	 analysis	 is	 the	 science	 of	 analyzing	 or	 solving	
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medical	problems,	using	different	image	analysis	techniques,	for	
the	 effective	 and	 efficient	 extraction	 of	 information.	Qayyuma	
et	 al.,	 (2018)	 presents	 a	 state-of-the-art	 review	 of	 medical	
image	analysis	using	CNNs.	The	application	area	of	CNNs	covers	
the	 whole	 spectrum	 of	 medical	 image	 analysis	 including	
detection,	 segmentation,	 classification,	 and	 computer-aided	
diagnosis.	 Farooq	 (2017)	 presented	 a	 CNN-based	 method	 for	
the	 classification	 of	 Alzheimer's	 disease	 in	MRI	 images	 having	
multiple	classes	and	two	networks.		

Much	 other	 research	 has	 been	 done	 on	 CNNs	 for	 image	
analysis,	 including	 a	 multiscale	 CNN-based	 approach	 for	
automatic	 segmentation	of	MRI	 images	 for	 assigning	 voxels	 to	
brain	 tissue	classes,	a	 tri-planar	CNN	used	 for	 segmentation	of	
tibial	 cartilage	 in	 knee	 MRI	 images,	 and	 segmentation	 of	
isointense	 brain	 tissue	 presented	 through	 a	 CNN	 using	 a	
multimodal	 MRI	 dataset	 by	 training	 the	 network	 on	 three	
patches	 extracted	 from	 the	 images.	 Other	 interesting	 studies	
include	 lung	 pattern	 classification	 for	 interstitial	 lung	 diseases	
using	a	deep	convolutional	neural	network,	predicting	brain	age	
with	 deep	 learning	 from	 raw	 imaging	data	 results	 in	 a	 reliable	
and	 heritable	 biomarker,	 and	 dermatologist-level	 classification	
of	skin	cancer,	again	with	deep	neural	networks.		

CNNs	 can	 be	 used	 not	 just	 for	 images,	 but	 also	 to	 categorize	
other	 types	 of	 data.	 The	 key	 is	 to	 transform	 them	 and	 make	
them	 look	 like	 image	 data,	 in	 the	 form	 of	 a	 two-dimensional	
array	or	matrix.	For	instance,	audio	signals	can	be	chopped	into	
short	 time	 chunks,	 and	 then	 each	 chunk	 broken	 up	 into	 bass,	
midrange,	 treble,	 or	 finer	 frequency	 bands.	 This	 can	 be	
represented	as	a	two-dimensional	array	where	each	column	is	a	
time	 chunk	 and	 each	 row	 is	 a	 frequency	 band.	 “Pixels”	 in	 this	
pretended	 picture	 that	 are	 close	 together	 are	 closely	 related.	
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Researchers	 have	 also	 used	 CNNs	 to	 process	 text	 data	 for	
natural	language	processing	and	even	to	process	chemical	data	
for	drug	discovery.	The	 rule	of	 thumb	 is:	 if	 your	data	 is	 just	as	
useful	after	swapping	any	pair	of	columns,	then	you	can't	use	a	
CNN.	However,	 if	you	can	make	your	problem	 look	 like	 finding	
patterns	in	an	image,	then	CNNs	may	be	exactly	what	you	need	
(Rohrer,	2019).	

 

3.3 Recurrent Neural Networks 
Location	invariance	and	local	compositionality	are	two	key	ideas	
behind	CNNs	that	do	not	always	bear	fruit.	They	make	sense	for	
computer	 vision	 applications	 but	 not	 for	 natural	 language	
processing	or	time-series	events.	The	location	where	a	word	lies	
in	the	whole	sentence	is	critical	to	the	meaning	of	the	sentence.	
Words	that	are	not	close	to	one	another	 in	a	sentence	may	be	
more	connected	in	terms	of	meaning,	which	is	quite	contrary	to	
pixels	 in	 a	 specific	 region	of	 an	 image	 that	may	be	a	part	of	 a	
certain	 object.	 Therefore,	 it	 makes	 sense	 to	 look	 for	 a	 neural	
network	that	reflects	the	sequence	of	the	tokens,	whether	they	
are	words,	events,	or	something	else	with	a	temporal	axis.	One	
such	network	is	the	recurrent	neural	network	(RNN),	which	can	
have	memories	of	its	previous	states.	

The	idea	of	the	RNN	came	from	the	work	of	Ronald	William	and	
his	 colleagues	 in	 1986.	 A	 RNN	 is	 a	 class	 of	 artificial	 neural	
networks	 for	 modeling	 temporal	 dynamic	 behavior.	 Unlike	
FNNs,	RNNs	can	use	 their	 internal	 state	as	memory	 to	process	
sequences	 of	 inputs.	 In	 other	 words,	 they	 often	 reuse	 the	
output	or	hidden	outputs	(internal	states)	as	input	again,	hence	
their	 name.	 RNNs	 are	 useful	 for	 tasks	 such	 as	 unsegmented,	
connected	 handwriting	 recognition	 and	 speech	 recognition.	
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They	have	also	been	 implemented	for	stock	market	prediction,	
sequence	generation,	test	generation,	voice	recognition,	 image	
captioning,	poem-writing	(after	being	trained	on	Shakespeare's	
poetry),	 reading	 handwriting	 from	 left	 to	 right,	 and	 creating	
music.	

	
Figure	3.5:	Information	Flows	in	LSTMs	

A	challenging	issue	with	RNNs	is	the	vanishing	gradient	problem	
when	 the	 RNN	 involves	 many	 layers.	 Traditional	activation	
functions	such	 as	 the	hyperbolic	 tangent	function	 have	
gradients	 in	 the	 range	(0,	 1),	 and	 backpropagation	 computes	
gradients	 by	 the	chain	 rule.	 This	 has	 the	 effect	 of	
multiplying	n	of	 these	 small	 numbers	 to	 compute	 gradients	 of	
the	"front"	layers	in	an	n-layer	network,	leading	to	the	gradient	
(error	 signal)	 decreasing	 exponentially	 with	n	while	 the	 front	
layers	 train	 very	 slowly.	 The	 vanishing	 gradient	will	 effectively	
prevent	 the	 weight	 from	 changing	 its	 value	 and	 can	 even	
completely	 stop	 the	 neural	 network	 from	 further	 training.	 A	
solution	 is	 to	 use	 a	 long	 chain	 of	 short-term	 memory	 units,	
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called	 long	 short-term	memory	 units	 (LSTMs),	 as	 proposed	 by	
Hochreiter	and	Schmidhuber	in	1997.	

In	 2009,	 a	 Connectionist	 Temporal	 Classification	 (CTC)-trained	
LSTM	 network	 was	 the	 first	 RNN	 to	 win	 pattern	 recognition	
contests	 for	 its	 successes	 in	 handwriting	 recognition.	 In	 2014,	
the	Chinese	search	giant	Baidu	used	CTC-trained	RNNs	to	break	
the	 Switchboard	 Hub	 5’00	 speech	 recognition	 benchmark.	
Google	uses	LSTMs	 for	 speech	 recognition	on	smartphones	 for	
the	smart	assistant	Allo	and	Google	Translate.	Apple	uses	LSTM	
for	 the	Quicktype	 function	on	 the	 iPhone	and	 for	 Siri.	Amazon	
uses	a	LSTM	for	Amazon’s	Alexa.	 In	2017,	Facebook	performed	
some	4.5	billion	automatic	 translations	every	day	using	LSTMs.	
Using	 LSTMs,	 Microsoft	 reported	 in	 2017	 reaching	 95.1%	
recognition	accuracy	on	 the	Switchboard	corpus.	 In	2018,	bots	
developed	by	OpenAI	were	able	to	beat	humans	in	the	game	of	
Dota	 (Rodriguez,	 2018).	 The	 bots	 have	 a	 1024-unit	 LSTM	 that	
sees	 the	current	game	state	and	emits	actions	 through	several	
possible	action	heads.	 In	2019,	DeepMind's	program	AlphaStar	
used	 a	 deep	 LSTM	 core	 to	 excel	 at	 the	 complex	 video	 game	
Starcraft.	 This	 was	 viewed	 as	 significant	 progress	 towards	
Artificial	General	Intelligence	(Stanford,	2019).	

	

Applications	of	LSTMs	in	Molecular	Design 

Here	are	some	of	the	ways	that	LSTMs	can	be	used	for	natural	
language	processing	(NLP):	

1. Text	 Classification,	 including	 sentiment	 analysis,	where	
class	labels	are	used	to	represent	the	emotional	tone	of	
the	 text,	 usually	 as	 "positive"	 or	 "negative",	 spam	
filtering	 (classifying	 email	 text	 as	 spam),	 language	
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identification	 (classifying	 the	 language	 of	 source	 text),	
and	 genre	 classification	 (classifying	 the	 genre	 of	 a	
fictional	story).	

2. Language	 Modeling,	 for	 predicting	 the	 probabilistic	
relationships	 between	 words,	 enabling	 one	 to	 predict	
the	next	word.	

3. Speech	Recognition,	for	understanding	speech,	to	either	
generate	text	readable	by	humans	or	 issue	commands.	
Examples	 include	 transcribing	 a	 speech	 and	 creating	
text	captions	for	a	movie	or	TV	show.	

4. Caption	Generation,	to	describe	the	contents	of	a	digital	
image	or	video.	This	language	model	can	be	strategic,	as	
it	 allows	 one	 to	 create	 searchable	 text	 for	 search	
engines.	

5. Machine	 Translation,	 for	 translating	 source	 text	 from	
one	particular	language	into	another	language.	

6. Document	Summarization,	to	create	a	short	description	
about	a	document,	such	as	creating	a	heading/abstract	
for	a	document	or	summarizing	a	news	article.	

7. Question	 Answering,	 to	 take	 a	 question	 posed	 in	 a	
natural	language	and	provide	an	answer.	

	
In	NLP	we	essentially	deal	with	sequences	of	words.	Likewise,	in	
drug	discovery	we	deal	with	gene	sequences,	proteins	and	other	
molecular	 structures	 representable	 by	 a	 sequence	 of	
substructures.	 Therefore,	 LSTMs	 can	 be	 used	 for	 compound	
screening	 and	 molecular	 design.	 The	 basic	 ideas	 and	 how	 it	
works	can	be	described	as	follows.	

	
To	 automatically	 produce	 a	 sentence	 or	 article,	 the	 key	 is	 to	
determine	 the	 conditional	 probability	 of	 the	 next	 word,	 st+1,	
given	 the	 previous	 words,	 s1,	 s2,	 and	 st.	 In	 a	 simple	 scenario	
where	the	aim	is	just	to	create	grammatically	correct	sentences,	
we	can	train	the	RNN	using	a	collection	of	grammatically	correct	
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sentences.	 The	 weights	 of	 the	 network	 will	 be	 adjusted	 to	
minimize	 error	 between	 the	 predicted	 words	 and	 the	 actual	
words	in	the	training	sentences.	

 
 
 

Figure	3.6:	Sampling	Nova	Molecules	from	a	Trained	RNN	

In	order	to	use	RNN	for	De	Novo	Drug	Design,	3-D	molecular	
structures	 of	 chemical	 compounds	 are	 rearranged	 into	 1-D	
according	 to	 specific	 rules	 such	 as	 the	Simplified	Molecular-
Input	Line-Entry	System	(SMILES).	After	compounds	are	coded	
into	 1-D	 sequences	 like	 English	 sentences,	 we	 can	 train	 the	
RNN	with	large	‘drugable’	ligands	to	design	or	generate	new	
drug	candidates.	Likewise,	researchers	have	created	ChEMBL22	
(www.ebi.ac.uk/chembl)	 with	 677,044	 SMILES	 strings	 for	
annotated	nanomolar	activities	for	training	purposes.	Gupta,	
et	 al.,	 (2018)	 trained	 their	RNN	on	541,555	SMILES	 strings,	
with	lengths	from	34	to	74	SMILES	characters	(tokens).	RNN	
models	 can	 be	 used	 to	 generate	 sequences	 one	 token	 at	 a	
time,	 as	 these	models	 can	 output	 a	 probability	 distribution	
over	all	possible	tokens	at	each	time	step.		
 

3.4 Deep Belief Networks 
There	 are	 two	 major	 challenges	 in	 current	 high-throughput	
screening	 drug	 design:	 (1)	 the	 large	 number	 of	 descriptors	
which	 may	 also	 have	 autocorrelations,	 and	 (2)	 proper	
parameter	 initialization	 in	 model	 prediction	 so	 as	 to	 avoid	 an	
over-fitting	 problem.	 Deep	 architecture	 structures	 have	 been	

RNN	
	
	
	

Training	set:	various	drugable	
molecules	expressed	as	one-
dimensional	sequences	of	letters	

GC1CCCEHHAAA	
GOC1CCCEHHCC	
G1OCCC1EHCAA	

GC1OHCCCEHHA	
GNC1CCCCOC1H	
GN1CONHHC1	

Output:	nova	molecules	generated	
by	sampling	from	the	RNN	or	the	
conditional	distributions	
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recommended	 to	 predict	 a	 compound's	 biological	 activity.	
Performance	of	deep	neural	networks	 is	not	always	acceptable	
in	 quantitative	 structure-activity	 relationship	 (QSAR)	 studies	
(Ghasemi,	et.	al.,	2018).	

	
A	deep	belief	network	(DBN)	consists	of	a	sequence	of	restricted	
Boltzmann	machines	 (RBMs).	A	RBM	 is	an	algorithm	useful	 for	
dimensionality	 reduction.	 RBMs	 are	 shallow,	 two-layer	 neural	
nets	that	constitute	the	building	blocks	of	deep-belief	networks.	
The	first	layer	of	the	RBM	is	called	the	visible,	or	input	layer,	and	
the	second	is	the	hidden	layer.		

The	output	of	 a	 hidden	 layer	 is	 used	 as	 the	 input	 for	 the	next	
layer.	 Each	 DBN	 layer	 is	 trained	 independently	 during	 the	
unsupervised	portion,	and	thus	all	can	be	trained	concurrently.	
After	the	unsupervised	portion	is	complete,	the	output	from	the	
layers	 is	 refined	 with	 supervised	 logistic	 regression.	 The	 top	
logistic	 regression	 layer	 predicts	 probabilistically	 the	 class	 to	
which	 the	 input	 belongs.	 The	 purpose	 of	 the	 unsupervised	
training	is	to	select	better	features.	Supervised	learning	is	used	
for	 classification	 purposes.	 Therefore,	 a	 DBN	 combines	
unsupervised	 and	 supervised	 learning	 for	 the	 purpose	 of	
efficient	learning.	

	
Applications	of	Deep	Belief	Networks	

Kim,	 et.	 al.,	 (2017)	 compared	 DBNs	 with	 other	 methods	 in	
cardiovascular	 risk	 prediction.	 The	 authors	 proposed	 a	
cardiovascular	 disease	 prediction	 model	 using	 the	 sixth	 Korea	
National	 Health	 and	 Nutrition	 Examination	 Survey	 (KNHANES-
VI)	2013	dataset	 to	analyze	cardiovascular-related	health	data.	
First,	 a	 statistical	 analysis	 was	 performed	 to	 find	 variables	
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related	 to	 cardiovascular	 disease	 using	 health	 data	 related	 to	
cardiovascular	 disease.	 Then,	 a	 model	 of	 cardiovascular	 risk	
prediction	 by	 learning	 based	 on	 the	 DBN	was	 developed.	 This	
statistical	 DBN-based	 prediction	 model	 has	 an	 accuracy	 of	
83.9%.		

	
Ghasemi	 et.	 al.,	 (2018)	 utilized	 a	 deep	 belief	 network	 to	
evaluate	 the	 DBN's	 performance	 using	 Kaggle	 datasets	 with	
fifteen	targets	containing	more	than	70k	molecules.	The	results	
revealed	 that	 an	 optimization	 in	 parameter	 initialization	 could	
improve	 the	 ability	 of	 deep	 neural	 networks	 to	 provide	 high	
quality	 model	 predictions.	 The	 mean	 and	 variance	 of	 the	
squared	 correlation	 for	 the	 proposed	 model	 and	 the	 deep	
neural	 network	 deployed	 are	 smaller	 than	 previous	multilayer	
perceptron	models.	

	

3.5 Generative Adversarial Networks 
Generative	 adversarial	 networks	 (GANs)	 are	 deep	 neural	 net	
architectures	 comprised	 of	 two	 nets,	 pitting	 one	 adversarially	
against	 the	other.	GAN	can	be	viewed	as	 the	combination	of	a	
counterfeiter	 and	 a	 policeman,	 where	 the	 counterfeiter	 is	
learning	 to	 pass	 false	 notes,	 and	 the	 cop	 is	 learning	 to	 detect	
them.	 Both	 are	 dynamic	 in	 the	 zero-sum	 game,	 and	 each	 side	
comes	to	learn	the	other's	methods	in	a	constant	escalation.	As	
the	 discriminator	 changes	 its	 behavior,	 so	 does	 the	 generator,	
and	vice	versa.	Their	losses	push	against	each	other.	

	
In	 drug	 development,	 imaging	 markers	 can	 be	 used	 for	
monitoring	 disease	 progression	 with	 or	 without	 medical	
intervention.	 Models	 are	 typically	 based	 on	 large	 amounts	 of	
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data	 with	 annotated	 examples	 of	 known	 markers	 aiming	 at	
automating	detection.	Doppler,	et	al.,	(2017)	developed	a	deep	
convolutional	 generative	 adversarial	 network	 that	 can	 learn	 a	
manifold	 of	 normal	 anatomical	 variability,	 accompanied	 by	 a	
novel	anomaly	scoring	scheme	based	on	the	mapping	from	the	
image	 space	 to	 a	 latent	 space.	 Applied	 to	 new	 data	 such	 as	
images	containing	retinal	fluid,	the	model	labels	anomalies	and	
scores	 image	 patches	 indicating	 their	 fit	 into	 the	 learned	
distribution.	

	
Deep	GANs	are	the	emerging	technology	 in	drug	discovery	and	
biomarker	development.	Kadurin	et	al.,	 (2017)	demonstrated	a	
proof-of-concept	 in	 implementing	 a	deep	GAN	 to	 identify	new	
molecular	 fingerprints	 with	 predefined	 anticancer	 properties.	
They	 also	 developed	 a	 new	 GAN	model	 for	molecular	 feature	
extraction	 problems,	 and	 showed	 that	 the	 model	 significantly	
enhances	 the	 capacity	 and	 efficiency	 of	 development	 of	 the	
new	 molecules	 with	 specific	 anticancer	 properties	 using	 the	
deep	generative	models.	

	
Yahi,	 et	 al.,	 (2017)	 proposed	 a	 framework	 for	 exploring	 the	
value	 of	 GANs	 in	 the	 context	 of	 continuous	 laboratory	 time	
series	 data.	 The	 authors	 devised	 an	 unsupervised	 evaluation	
method	 that	 measures	 the	 predictive	 power	 of	 synthetic	
laboratory	 test	 time	 series	 and	 showed	 that	when	 it	 comes	 to	
predicting	the	impact	of	drug	exposure	on	laboratory	test	data,	
incorporating	 representation	 learning	 of	 the	 training	 cohorts	
prior	to	training	the	GAN	models	is	beneficial.	

	
Putin,	 et	 al.,	 (2018)	 proposed	 a	 Reinforced	 Adversarial	 Neural	
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Computer	 (RANC)	 for	 the	 de	 novo	 design	 of	 novel	 small-
molecule	 organic	 structures	 based	 on	 the	 GAN	 paradigm	 and	
reinforcement	 learning.	 The	 study	 shows	 RANCs	 can	 be	
reasonably	regarded	as	a	promising	starting	point	from	which	to	
develop	 novel	 molecules	 with	 activity	 against	 different	
biological	 targets	 or	 pathways.	 This	 approach	 allows	 scientists	
to	 covers	 a	 broad	 chemical	 space	 populated	 with	 novel	 and	
diverse	compounds.	

	

3.6 Autoassociative Networks 
An	autoassociative	network	(autoencoder)	 is	a	type	of	artificial	
neural	 network	 used	 to	 learn	 efficient	 data	 coding	 in	 an	
unsupervised	 manner.	 Autoencoders	 encode	 input	 data	 as	
vectors.	They	create	a	hidden,	or	compressed,	representation	of	
the	 raw	 data	 (Figure	 3.6).	 Such	 networks	 are	 useful	 in	
dimensionality	reduction;	that	is,	the	vector	serving	as	a	hidden	
representation	compresses	the	raw	data	into	a	smaller	number	
of	 salient	 dimensions.	 Autoencoders	 can	 be	 paired	 with	 a	 so-
called	 decoder,	 which	 allows	 one	 to	 reconstruct	 input	 data	
based	on	its	hidden	representation.	Autoencoders	are	especially	
useful	for	dimension	reduction,	but	the	training	method	used	is	
supervised	learning,	since	the	correct	answer	is	known	for	each	
input.	 The	 training	 goal	 is	 to	minimize	 the	 error	 between	 the	
output	and	the	input.		

An	 autoencoder	 learns	 to	 compress	 data	 from	 the	 input	 layer	
into	 a	 short	 code,	 and	 then	 decompresses	 that	 code	 into	
something	 that	 closely	 matches	 the	 original	 data.	 A	 simple	
autoassociative	 network	 can	 be	 a	 multiple-layer	 perceptron,	
where	the	output	is	identical	to	the	input	and	the	middle	hidden	
layer	is	smaller.	This	means	we	can	use	the	compressed	middle	
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layer	to	generate	the	original	image.	

	

	
 

 

Figure	3.7:	Autoassociative	Network	for	Data	Compression	

	
Kadurin,	 et	 al.,	 (2017)	 presented	 the	 first	 application	 of	
generative	 adversarial	 autoencoders	 (AAEs)	 for	 generating	
novel	molecular	 fingerprints	with	 a	defined	 set	 of	 parameters.	
In	 their	 model	 of	 a	 7-layer	 AAE	 architecture	 with	 the	 latent	
middle	 layer	 serving	 as	 a	 discriminator,	 the	 input	 and	 output	
use	 a	 vector	 of	 binary	 fingerprints	 and	 concentration	 of	 the	
molecule.	 They	 introduce	 a	 neuron	 responsible	 for	 growth	
inhibition	percentage	to	model	the	reduction	 in	the	number	of	
tumor	 cells	 after	 the	 treatment.	 To	 train	 the	 AAE,	 the	 NCI-60	
cell	line	assay	data	for	6252	compounds,	profiled	on	the	MCF-7	
cell	line,	are	used.	The	output	of	the	AAE	was	used	to	screen	72	
million	compounds	in	PubChem	and	select	candidate	molecules	

Input	 Output	Code	

Decoder	

Encoder	
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with	potential	anti-cancer	properties.	

	

3.7 Summary 
We	 have	 discussed	 five	 different	 deep	 learning	 ANNs.	 In	 an	
FNN,	 the	 simplest	 type	 of	 ANN,	 weighted	 information	 is	
forwarded	 from	 layer	 to	 layer.	 At	 each	 layer,	 an	 activation	
function	is	applied.			

Information	 in	 a	 CNN	 is	 also	 propagating	 from	 layer	 to	 layer.	
However,	 a	 convolution	 operation	 is	 applied	 between	 layers.	
Each	filter	tries	to	identify	a	particular	image	element.		

CNNs	 are	 very	 effective	 in	 static	 image	 processing	 and	 have	
been	 used	 for	 disease	 diagnosis.	 	 However,	 in	 motion	 picture	
and	 language	 processing,	 there	 are	 not	 only	 the	 special	
attributes,	 but	 also	 temporal	 properties	 to	 be	 considered.	 For	
this	reason,	memoryless	CNNs	do	not	work	efficiently	for	those	
problems	 and	 RNNs	 are	 developed	 to	 capture	 the	 temporal	
dimension.	In	RNNs,	outputs	at	one	layer	are	related	to	previous	
layers	 (not	 just	 the	previous	 layer).	 The	complex	3D	structures	
of	 a	 chemical	 compound	 or	 protein	 are	 converted	 into	 a	 1D	
sequence	 of	 symbols	 before	 the	 RNN	 is	 applied.	 LSTMs	 can	
effectively	avoid	the	gradient-vanishing	problem;	they	are	often	
used	for	various	tasks	in	drug	development.	

Due	 to	 the	 vast	 number	 of	 possible	 structures	 of	 chemical	
compounds	 and	 the	 extreme	 complexity	 of	 protein	 folding	
structures,	 dimension-processing	 using	 unsupervised	 learning	
will	 be	 beneficial	 to	 problem-solving.	 This	 is	 the	 key	 idea	 of	
deep-belief	networks.		

Two	 other	 special	 and	 very	 useful	 ANNs	 are	 GANs	 and	
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autoencoders.	 A	 GAN	 can	 be	 viewed	 as	 the	 combination	 of	 a	
counterfeiter	and	a	cop,	where	 the	counterfeiter	 is	 learning	 to	
pass	false	notes,	and	the	cop	is	learning	to	detect	them.	Thus	a	
GAN	generates	training	data	dynamically	to	effectively	train	the	
networks.		

An autoencoder has a hidden layer that is smaller than the input 
layer, while the output is always the same (approximately) as the 
inputs. After extensive training, the smaller input at a hidden layer 
can securely generate (nearly) the same input image. Therefore, 
autoencoders can be used for compressing images or data. 
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Chapter 4: More Supervised 
Learning Methods 

 
 

4.1 Kernel Methods 
In	 classical	 statistical	 models	 for	 regression	 and	 classification,	
the	 form	 of	 the	 mapping	 y(x,	w)	 from	 input	 x	 to	 output	 y	 is	
governed	 by	 a	 set	 of	 adaptive	 parameters	 w.	 During	 the	
learning	phase,	a	set	of	training	data	is	used	either	to	obtain	an	
estimate	 or	 posterior	 distribution	 of	 the	 parameters.	 The	
training	data	 is	 then	discarded,	and	predictions	 for	new	 inputs	
are	based	purely	on	the	learned	parameters	w.	This	approach	is	
also	 used	 in	 nonlinear	 parametric	 models	 such	 as	 neural	
networks,	 but	 SBML	 and	 Kernel	 methods	 (KMs)	 are	 memory-
based	 approaches	 that	 involve	 storing	 an	 entire	 training	 set	
(dimension	reduction	is	possible	with	modifications)	in	order	to	
make	 future	 predictions.	 These	 methods	 are	 generally	 fast	 to	
train	but	slow	at	making	predictions	for	test	data	points.	

A	typical	kernel	k(x,	xj),	defined	as	a	dot	product,	can	be	viewed	
as	 a	 similarity	 between	 objects	 that	 are	 characterized	 by	
attributes	x	and	xj.	Once	the	kernel	is	selected	and	weights	wj	(j	
=	 1,	 …	 N)	 for	 the	 N	 training	 subjects	 are	 determined,	 the	
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predicted	outcome	for	the	new	subject	with	attributes	x	can	be	
expressed	as	a	weighted	sum	(linear	combination)	of	the	kernels	
(similarities).		

𝑌 = 𝑤!𝑘(𝑥, 𝑥!) ! .	

Learning	 here	 is	 updating	 the	 weights	 based	 on	 the	 loss	
minimization	in	the	same	way	as	for	SBML.	This	kernel	method	
is	extensively	discussed	by	Schölkopf,	et	al.,	(2004).	

The	KM	appears	 to	be	similar	 to	SBML,	but	 they	actually	differ	
at	 least	 in	two	ways:	(1)	KMs	use	similarities	to	define	subjects	
but	do	not	apply	the	similarity	principle	as	SBML	does.	(2)	A	KM	
is	an	over-parameterized	model	with	N	parameters,	while	SBML	
has	 only	 K	 attribute-scaling	 factors.	 (3)	 Similarities	 (kernels)	 in	
KMs	 are	 determined	 based	 on	 field-experts’	 judgments,	 while	
similarities	in	SBML	are	objectively	determined	through	training	
the	attribute-scaling	factors.		

Kernel	methods	are	also	used	in	other	forms.	For	instance,	there	
is	 the	Nadaraya-Watson	kernel-weighted	method,	 in	which	the	
kernel	 is	 predetermined	 and	 the	 weight	 is	 the	 normalization	
factor.	Therefore,	 this	kernel	method	has	no	 learning	 involved.	
The	 second	 example	 would	 be	 the	 local	 regression	 with	 a	
structured	 kernel,	 in	which	 kernels	 are	 used	 as	 the	weights	 in	
the	error	minimization	process	(Hastie,	et	al.,	2001).		

The	Kernel	trick	is	an	intrinsic	to	the	KM.	It	can	be	stated	in	this	
way:	 any	 algorithm	 for	 multidimensional	 data	 that	 can	 be	
expressed	only	in	terms	of	dot	products	between	vectors	can	be	
performed	 implicitly	 in	 the	 feature	 space	 associated	 with	 any	
kernel,	by	replacing	each	dot	product	by	a	kernel	evaluation.	



AI for Drug Development and Well-Being 

47 

The	kernel	trick	has	huge	practical	implications	since	it	is	a	very	
convenient	way	of	 transforming	 linear	methods,	 such	as	 linear	
discriminant	 analysis,	 into	 nonlinear	 methods	 by	 simply	
replacing	 the	 classic	 dot	 product	 with	 a	 more	 general	 kernel,	
such	as	the	Gaussian	RBF	kernel.	Nonlinearity	via	the	new	kernel	
is	 then	 obtained	 at	 no	 extra	 computational	 cost,	 as	 the	
algorithm	remains	exactly	 the	same.	Two	advantages	of	Kernel	
methods	are	(Schölkopf,	et	al.,	2004):	

1. The	representation	as	a	square	matrix	does	not	depend	
on	 the	 nature	 of	 the	 objects	 (images,	 persons,	 DNA	
sequences,	molecules,	protein	sequences,	languages)	to	
be	 analyzed.	 Therefore,	 an	 algorithm	 developed	 for	
molecules	 can	 be	 used	 for	 image	 or	 language	
processing.	 This	 suggests	 a	 full	 modularity	 of	 analysis	
algorithms	 to	 cover	 various	 problems,	 while	 algorithm	
design	and	data	processing	can	proceed	independently.	

2. The	 size	 of	 the	 kernel	 matrix	 used	 to	 represent	 a	
dataset	of	n	objects	is	always	n×n,	whatever	the	nature	
or	 the	 complexity	 or	 the	 number	 of	 attributes	 of	 the	
objects.	

 
4.2 Support Vector Machines 
Linear	discriminant	analysis	 (LDA)	 is	based	on	 the	construction	
of	 the	 hyperplane	 that	 minimizes	 the	 misclassification	 error.	
Similarly,	 a	 support	 vector	 machine	 (SVM),	 developed	 in	 the	
mid-1960s,	 is	 a	 generalization	 of	 LDA	 for	 constructing	
hyperplanes	 that	 minimize	 the	 misclassification	 or	 regression	
error.	 The	 SVM	 searches	 for	 a	 linear	 decision	 boundary	 that	
separates	members	of	one	class	from	the	other	(Figure	4.1).	 In	
case	 that	 such	 a	 hyperplane	 does	 not	 exist,	 SVM	 uses	 a	
nonlinear	mapping	to	transform	the	training	data	 into	a	higher	
dimension	 before	 seeking	 the	 linear	 optimal	 separating	
hyperplane.	 With	 an	 appropriate	 nonlinear	 mapping	 to	 a	
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sufficiently	high	dimension,	data	from	two	classes	can	always	be	
separated	by	a	hyperplane.	 SVM	has	 successfully	been	applied	
to	 handwritten	 digit	 recognition,	 text	 classification,	 speaker	
identification,	 etc.,	 and	 it	 is	 less	 prone	 to	 overfitting.	 In	 the	
medical	 field,	 a	 SVM	has	been	used	 in	breast	 cancer	diagnosis	
(Akay,	2009).	

	

	
Figure	4.1:	Support	Vector	Machine	in	Action	

	

The	 question	 is	 that	 in	 the	 optimization,	 the	 max-margin	
hyperplane	 and	 classifier	 are	 solely	 determined	 by	 a	 few	 data	
points	xs	 that	 lie	nearest	to	the	hyperplane.	These	xs	are	called	
support	vectors.	In	the	two-dimensional	case	as	shown	in	Figure	
4.1,	the	support	vectors	are	determined	by	the	3	data	points	on	
two	dotted	 lines.	 The	 learning	here	 is	 determining	parameters	
w	or	 the	solid	 line	 (location	and	orientation)	used	to	maximize	

X1	

X2	
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the	distance	between	the	two	dotted	lines.	To	take	all	the	data	
points	 (not	 just	 the	 support	 vectors)	 into	 consideration	 in	 a	
classifier,	 we	 can	 employ	 the	 soft-margin	 method,	 which	
imposes	a	penalty	on	a	misclassification.	

Kernel	 methods	 and	 SVMs	 have	 been	 broadly	 used	 in	
bioinformatics	 (Schölkopf,	 et	 al.,	 2004),	 including	 in	 the	
following	 studies:	 Inexact	 Matching	 String	 Kernels	 for	 Protein	
Classification,	 Fast	 Kernels	 for	 String	 and	 Tree	Matching,	 Local	
Alignment	Kernels	for	Biological	Sequences,	Kernels	for	Graphs,	
Diffusion	 Kernels,	 A	 Kernel	 for	 Protein	 Secondary	 Structure	
Prediction,	 Heterogeneous	 Data	 Comparison	 and	 Gene	
Selection	 with	 Kernel	 Canonical	 Correlation	 Analysis,	 Kernel-
Based	 Integration	 of	 Genomic	 Data	 Using	 Semidefinite	
Programming,	 Protein	 Classification	 via	 Kernel	 Matrix	
Completion,	 Accurate	 Splice	 Site	 Detection	 for	 Caenorhabditis	
elegans,	Gene	 Expression	Analysis:	 Joint	 Feature	 Selection	 and	
Classifier	Design,	and	Gene	Selection	for	Microarray	Data.		

	

4.3 Decision Tree Methods 
Classification		and	Regression	Trees	

Decision	 tree	 methods	 (DTMs),	 or	 simply	 tree	 methods,	 are	
among	 the	 most	 popular	 methods	 in	 statistical	 machine	
learning.	They	are	intuitive,	as	well	as	easy	to	use	and	interpret.	
As	an	example,	a	physician	could	use	a	decision	tree	like	the	one	
shown	 in	 Figure	 4.2	 for	 classifying	 a	 patient’s	 risk	 of	 death	
within	30	days	based	on	an		initial	24	hours	of	data	following	a	
medical	event	or	exam.	

The	 decision	 rules	might	 be	 something	 like	 this:	 the	minimum	
systolic	 blood	 pressure	 within	 the	 initial	 24	 hours	 is	 checked,	
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and	 if	 it's	 90	 or	 lower	 the	 patient	 is	 classified	 as	 high-risk.	
Otherwise,	 check	 his	 age;	 if	 he	 is	 no	more	 than	 60	 years	 old,	
classify	the	patient	as	 low	risk.	 If	his	age	 is	more	than	60	years	
old,	 then	 further	 check	 for	 sinus	 tachycardia;	 if	 it	 is	 present,	
classify	him	as	a	high-risk	patient,	but	 if	not	present	he	 is	 low-
risk.	 In	 this	 example,	 given	 that	 the	 low	 and	 high	 risks	 are	
defined,	 one	 of	 the	 key	 questions	 is	 how	 to	 determine	 the	
threshold	 for	 each	 of	 the	 risk	 factors	 to	minimize	 the	 error	 or	
the	loss	function.	

	
	

Figure	4.2:	Decision	Tree	for	Hypertension	Patient	Classification			

There	are	 two	 types	of	 trees,	based	on	outcome:	 classification	
and	regression	trees	(CARTs).	In	a	regression	tree,	the	outcome	
is	 a	 continuous	 variable,	 while	 in	 a	 classification	 tree	 the	
outcome	is	a	discrete	variable.	For	instance,	in	the	classification	
tree	 shown	 in	 Figure	 4.2,	 each	 patient	 is	 characterized	 by	 K	
attributes	or	predictors.	Each	predictor	xi	 (i	=	1,	...,	K)	is	divided	
into	 two	 categories.	 Each	 end	 of	 the	 tree,	 called	 a	 leaf,	 has	 a	
value	 associated	 	 (e.g.,	 1	 for	 high	 risk	 and	 0	 for	 low	 risk),	
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presenting	 a	 classification	 of	 a	 patient.	 The	 goal	 of	 any	 tree	
method	 is	 to	 classify	 a	 subject	 based	 on	 their	 predictors	 to	
minimize	 the	misclassification	error	 rate.	The	construction	of	a	
classification	tree	involves	three	tasks.	

1. Select	the	splits:	one	variable	a	time,	xi	<	ci	versus	xi	≥	ci,	
where	 threshold	 ci	 is	 to	 be	 optimized	 in	 terms	 of	 an	
impurity	minimization.	

2. Decide	when	to	declare	a	node	terminal	without	further	
splitting:	 stopping	 criteria	 tend	 to	 be	myopic;	 instead,	
we	can	grow	to	a	full	tree	and	then	prune	it	using	cross-
validation	to	prevent	overfitting.	

3. Assign	 each	 terminal	 node	 to	 a	 class	 for	 classification	
trees	or	associated	value	for	regression	trees. 

	
The	 common	 impurity	 measures	 for	 binary	 classifications	 are:	
misclassification	 rate,	 p,	 defined	 as	 proportion	 of	
misclassification	of	subjects,	with	Gini	index	defined	as	GI	=	p⋅(1-
p),	and	gross-entropy	or	deviance	defined	as	GI	=	p⋅ln(p). 

There	are	two	competing	factors	in	determining	an	optimal	tree	
model:	 the	 accuracy	 of	 the	 tree	 method	 and	 computational	
efficacy.	

	
For	 a	 given	 tree	 depth	 D,	 a	 commonly	 used	 approach	 in	
obtaining	 an	 optimal	 tree	 (minimizing	 ME,	 GI,	 or	 GE)	 is	 the	
greedy	algorithm:	 for	each	parameter,	 try	different	 thresholds.	
We	can	let	the	tree	grow	larger	than	what	we	need	at	the	final	
state,	then	prune	it.	

	
Tree	 size	 is	 a	 tuning	 parameter	 governing	 the	 model's	
complexity	 and	 should	 be	 determined	 based	 on	 the	 data.	 An	
obvious	 idea	 is	 to	 split	 tree	 nodes	 only	 when	 the	 decrease	 in	
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sum-of-squares	 due	 to	 the	 split	 exceeds	 some	 threshold.	 This	
strategy	 is	 too	 shortsighted,	 however,	 since	 a	 seemingly	
worthless	 split	 might	 lead	 to	 a	 very	 good	 split	 below	 it.	 The	
preferred	strategy	is	to	grow	a	large	tree,	stopping	the	splitting	
process	 only	 when	 some	minimum	 node	 size	 or	 tree	 depth	 is	
reached.	 Then	 this	 large	 tree	 is	 pruned	 using	 cost-complexity	
pruning.	 The	 cost-complexity	 is	 a	 function	 error	 and	 the	 tree	
depth	is	based	on	a	limited	increase	of	the	impurity	allowed.		

Unlike	 a	 classification	 tree,	 in	 a	 regression	 tree,	 the	 value	 V	
associated	with	each	leaf	is	not	predetermined,	but	is	instead	of	
a	parameter	that	needs	to	be	determined	(learned)	 in	addition	
to	 the	 parameters	 of	 tree	 depth	 and	 split	 threshold	 c.	 The	
associated	leaf	value	Vj	serves	as	the	predicted	value	at	node	 j.	
All	the	parameters	are	learned	through	the	minimization	of	the	
error	 (or	 loss	 function)	 between	 the	 predicted	 values	 and	 the	
observed	values.	

	

Committee	Machine	or	Ensemble	Methods	

A	 single	 big	 tree	 is	 not	 stable	 because	 a	 single	 error	 in	
classification	 can	 propagate	 to	 the	 leaves.	 	 To	 overcome	 this	
shortcoming,	 ensemble	 method	 can	 be	 used.	 An	 ensemble	
method	or	committee	machine	 involves	using	multiple	 learning	
algorithms	 in	 order	 to	 obtain	 better	predictive	
performance	than	 could	 be	 obtained	 from	 any	 of	 the	
constituent	learning	algorithms	(experts)	alone.	The	committee	
machine	might	use	a	variety	of	algorithms	 to	assimilate	expert	
input	 into	 a	 single	 output,	 such	 as	 a	 decision.	 A	 committee	
machine	 learns	 by	 integrating	 the	 learning	 of	 experts	 via	
predetermined	 rules	 or	 through	 second	 level	 training.	
Commonly	used	ensemble	 learning	methods,	 such	as	Bagging,	
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Boosting,	 or	 Random	 Forests,	 can	 be	 used	 to	 remedy	 the	
instability	resulting	from	error	propagation.		

Bootstrap	aggregating	(Bagging)	is	simply	forming	an	average	of	
many	different	 trees	 that	are	generated	 from	multiple	 training	
sets	drawn	with	replacement.	We	 illustrate	why	bagging	might	
be	 a	 good	 solution	 to	 the	 problem	 of	 error	 propagation.	
Suppose	 that	A,	B,	 C,	D,	 and	E	 are	 the	 five	members	of	 a	 trial	
jury.	 Guilt	 or	 innocence	 for	 the	 defendant	 is	 determined	 by	
simple	 majority	 rule.	 There	 is	 a	 5%	 chance	 that	 A	 gives	 the	
wrong	verdict;	for	B,	C,	and	D	it	is	10%,	and	E	is	mistaken	with	a	
probability	 of	 20%.	 When	 the	 five	 jurors	 vote	 independently,	
the	 probability	 of	 bringing	 the	 wrong	 verdict	 is	 about	 1%.	
Paradoxically,	this	probability	increases	to	1.5%	if	E	(who	is	most	
probably	 mistaken)	 abandons	 his	 own	 judgment	 and	 always	
votes	 the	 same	as	A	 (who	 is	 least	 likely	 to	 be	mistaken).	 Even	
more	surprisingly,	 if	the	four	 jurors	B,	C,	D,	and	E	all	 follow	A’s	
vote,	then	the	probability	of	delivering	the	wrong	verdict	is	5%,	
five	 times	 more	 than	 that	 when	 they	 vote	 independently	
(Chang,	2012,	2014).	From	this	example,	we	can	conclude	that	a	
committee	 decision	 can	 be	 better	 than	 individual	 decisions.	
Applying	 this	 idea	 to	 the	decision	 tree	method	 leads	us	 to	 the	
tree-averaging	method,	Bagging.		

Similar	to	Bagging	is	Boosting.	Weak	classifiers	Gi(x)	with	values	
of	 either	 1	 or	 -1	 from	 n	 samples	 are	 those	 whose	
misclassification	error	rates	are	only	slightly	better	than	random	
guessing.	 The	 predictions	 from	 all	 of	 them	are	 then	 combined	
through	 a	 weighted	 majority	 vote	 to	 produce	 the	 final	
prediction:	
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𝐺 𝑥 = 𝑠𝑔𝑛 𝑤!𝐺!(𝑥)!
!!! .	

Here	sgn	is	the	sign	function.		The	key	is	that	weights	w1,	w2	...,	
wn	are	computed	by	the	boosting	algorithm	in	such	a	way	that	
more	accurate	classifiers	in	the	sequence	will	get	larger	weights.		

A	Random	forest	is	an	ensemble	classifier	that	consists	of	many	
decision	 trees	 and	 outputs	 the	 class	 that	 is	 the	 mode	 of	 the	
class's	 output	 by	 individual	 trees.	 The	 method	 combines	
Breiman's	 bagging	 idea	 and	 the	 random	 selection	 of	 features.	
There	 are	 many	 versions	 of	 random	 forest	 algorithms.	 For	
example,	for	each	node	of	the	tree,	randomly	choose	m	(smaller	
than	 the	 number	 of	 predictors)	 variables,	 based	 on	 which	
decision	at	that	node	is	made.	Calculate	the	best	split	based	on	
these	m	variables	in	the	training	set.	

	
 4.4 Bayesian Networks  
Bayesian	networks	 can	be	used	for	molecular	similarity	search.	
A	 Bayesian	 Network	 (BN)	 is	 a	 simple	 and	 popular	 way	 for	
making	probabilistic	inference	based	on	Bayes'	rule:	

	

𝑃 𝐻 𝐸 =
𝑃(𝐸|𝐻)𝑃(𝐻)

𝑃(𝐸)
	

	
A	 Bayesian	 Network	 is	 a	 kind	 of	 directed	 acyclic	 graph	 with	
some	special	properties.	The	nodes	of	the	BN	represent	random	
variables,	 the	parents	 of	 a	 node	 are	 those	 judged	 to	be	direct	
causes	 for	 it.	 The	 roots	 of	 the	 network	 are	 the	 nodes	without	
parents.	The	links	represent	causal	relationships	between	these	
variables,	 and	 the	 strengths	 of	 these	 causal	 influences	 are	
expressed	by	conditional	probabilities.	
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Figure	4.3:	Bayesian	Network	for	Coronary	Disease	

Coronary	Heart	Disease	with	a	Bayesian	Network	

The	 package	 bnlearn	 in	 R	 can	 be	 used	 for	 Bayesian	 Network	
Structure	 Learning,	 Parameter	 Learning	 and	 Inference.	 This	
package	 implements	 constraint-based,	 pairwise,	 score-based,	
and	hybrid	 structure	 learning	algorithms	 for	discrete,	Gaussian	
and	 conditional	 Gaussian	 networks,	 along	 with	 many	 score	
functions	and	conditional	 independence	tests.	The	Naive	Bayes	
and	the	Tree-Augmented	Naive	Bayes	 (TAN)	classifiers	are	also	
implemented.	In	addition,	some	utility	functions	and	support	for	
parameter	 estimation	 (maximum	 likelihood	 and	 Bayesian)	 and	
inference,	 conditional	 probability	 queries	 and	 cross-validation	
are	included.	Figure	4.3	is	a	BN	of	coronary	heart	disease	data,	a	
simple	 example	 of	 using	 the	 package.	 The	 factors	 included	 in	
the	analysis	are	Smoking:		no	or	yes,	Mental	Work:	strenuous	or	
not,	 Physical	Work:	 strenuous	 or	 not,	 Blood	 Pressure:	 Systolic	
BP	<140	or	not,	and	Proteins	(Ratio	of	lipoproteins):	<	3	or	not.	

Smoking	

Mental	
Work	

Physical	
Work	

Blood	
Pressure	

Proteins	
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The	 conditional	 probabilities	 associated	 with	 the	 BN	 can	 be	
found	elsewhere	(Chang,	2020).	
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Chapter 5: Unsupervised Learning 
 

5.1 Basics of Unsupervised Learning 
Unlike	 supervised	 learning,	 in	unsupervised	 learning,	 there	are	
no	 correct	 answers.	 The	 goal	 of	 unsupervised	 learning	 is	 to	
identify	 or	 simplify	 data	 structure.	 Unsupervised	 learning	 is	 of	
growing	 importance	 in	 a	 number	 of	 fields;	 examples	 are	 seen	
when	 a	 data	 scientist	 groups	 breast	 cancer	 patients	 by	 their	
genetic	 markers,	 shoppers	 by	 their	 browsing	 and	 purchase	
histories,	 or	 movie	 viewers	 by	 the	 ratings	 assigned	 by	 movie	
viewers.	In	so	doing,	one	may	want	to	organize	documents	into	
different	 mutually	 exclusive	 or	 overlapping	 categories,	 or	 one	
only	might	want	to	visualize	the	data.	

	
Unsupervised	 learning	 problems	 can	 be	 further	 divided	 into	
clustering,	 association,	 and	 anomaly	 detection.	 A	 clustering	
problem	 occurs	 when	 we	 want	 to	 discover	 the	 inherent	
groupings	in	the	data,	such	as	grouping	customer	by	purchasing	
behavior.	An	association-rule	learning	problem	is	one	where	we	
want	 to	 discover	 rules	 that	 describe	 connections	 in	 large	
portions	 of	 our	 data.	 An	 example	would	 be	when	people	who	
buy	product	A	may	also	tend	to	buy	product	B.	The	third	type	of	



AI for Drug Development and Well-Being 

58 

problem,	 anomaly	 detection	 or	 outlier	 detection,	 involves	
identifying	items,	events	or	observations	that	do	not	conform	to	
an	expected	pattern,	such	as	instances	of	bank	fraud,	structural	
defects,	 medical	 problems,	 or	 errors	 in	 a	 text.	 Anomalies	 are	
also	 referred	 to	 as	 outliers,	 novelties,	 noise,	 deviations	 and	
exceptions.	 In	 particular,	 in	 the	 context	 of	 abuse	 of	 computer	
networks	 and	 network	 intrusion	 detection,	 the	 interesting	
objects	 are	 often	 not	 rare	 objects,	 but	 unexpected	 bursts	 in	
activity.	This	pattern	does	not	adhere	to	the	common	statistical	
definition	of	an	outlier	as	a	rare	object.	There	are	various	outlier	
detection	methods	(Zimek,	2017).	

 

5.2 Association or Link Analysis 
In	 many	 situations,	 finding	 causal	 relationships	 is	 the	 goal.	
When	 there	 are	 a	 larger	 number	 of	 variables,	 this	 task	 is	 not	
trivial.	However,	association	is	a	necessary	condition	for	a	causal	
relationship.	Finding	a	set	of	events	that	correlate	many	others	
is	 often	 the	 focus	 point	 and	 springboard	 for	 further	 research.	
Link-analysis	 provides	 a	 way	 to	 find	 the	 event	 set	 with	 high	
probability	density,	bringing	us	closer	to	our	ultimate	goals.	For	
example,	finding	sale	items	that	are	highly	related	(or	frequently	
purchased	 together)	 can	 be	 very	 helpful	 for	 stocking	 shelves,	
cross-marketing	 in	 sales	 promotions,	 catalog	 design,	 and	
consumer	segmentation	based	on	buying	patterns.		

In	 network	 theory,	 link	 analysis	 is	 a	 data-analysis	 technique	
used	 to	 evaluate	 relationships	 (connections)	 between	 nodes.	
Relationships	may	 be	 identified	 among	 various	 types	 of	 nodes	
(objects),	 including	organizations,	people	and	transactions.	Link	
analysis	has	been	used	 in	 the	 investigation	of	 criminal	activity,	
computer	security	analysis,	search	engine	optimization,	market	
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research,	medical	research,	and	even	in	understanding	works	of	
art.	

Apriori,	proposed	by	Agrawal	and	Srikant	(1994),	is	an	algorithm	
for	 finding	 frequently	 occurring	 sets	 of	 items	 in	 transactional	
databases.	 The	 algorithm	proceeds	by	 identifying	 the	 frequent	
individual	 items	 in	 the	database	 and	extending	 these	 to	 larger	
and	 larger	 sets	 of	 items	 as	 long	 as	 those	 item	 sets	 appear	
sufficiently	 often	 in	 the	 database.	 Apriori	 uses	 a	 bottom-up	
approach,	where	 frequent	 subsets	 are	extended	one	 item	at	a	
time,	and	groups	of	candidates	are	tested	against	the	data.	The	
algorithm	terminates	when	no	further	successful	extensions	are	
found.		

Apriori	 uses	 breadth-first	 search	 and	 a	 hash	 tree	 structure	 to	
count	 candidate	 item	 sets	 efficiently.	 It	 generates	 candidate	
item	 sets	 of	 length	 k	 from	 item	 sets	 of	 length	 k-1,	 and	 then	
prunes	 those	 candidates	 that	 have	 an	 infrequent	 sub-pattern.	
According	to	the	downward	closure	property,	the	candidate	set	
contains	all	frequent	k-length	item	sets.	

Kuo	 et	 al.,	 (2009)	 studied	 the	 suitability	 of	 the	 Apriori	
association	analysis	algorithm	for	the	detection	of	adverse	drug	
reactions	(ADR)	in	healthcare	data.	The	Apriori	algorithm	is	used	
to	 perform	 association	 analysis	 on	 characteristics	 of	 patients,	
the	 drugs	 they	 are	 taking,	 their	 primary	 diagnosis,	 comorbid	
conditions,	 and	 the	 ADRs	 they	 experience.	 The	 analysis	
produces	 association	 rules	 that	 indicate	what	 combinations	 of	
medications	and	patient	characteristics	lead	to	ADRs.	

	

5.3 Principal Component Analysis 
Principal	 component	 analysis	 (PCA)	 is	 an	 important	
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unsupervised	 learning	 tool	 for	 dimension	 reduction	 in	 drug	
design	and	discovery.	Per	Giuliani	(2017),	the	reason	that	PCA	is	
broadly	 used	 in	 the	pharmaceutical	 industry	 is	 that	 it	 is	 a	 tool	
creating	 a	 statistical	 mechanics	 framework	 for	 biological	
systems	 modeling	 without	 the	 need	 for	 strong	 a	 priori	
theoretical	 assumptions.	 This	 makes	 PCA	 of	 the	 utmost	
importance,	 as	 it	 enables	 drug	 discovery	 from	 a	 systemic	
perspective,	 overcoming	 other	 too-narrow	 reductionist	
approaches.	

As	we	discussed	earlier	in	Chapter	2,	attributes	or	predictors	are	
generally	correlated,	making	it	difficult	to	interpret	the	effect	of	
a	 predictor.	 Besides,	 the	 existence	 of	 associations	 indicates	
there	 are	 redundant	 predictors.	 That	 is,	we	 can	 find	 a	 smaller	
set	of	predictors	that	can	do	the	same	job	(prediction).	The	goal	
of	 PCA	 is	 to	 find	 such	 a	 smaller	 mutually	 independent	
(orthogonal)	set	of	artificial	predictors,	one	by	one.	The	method	
is	related	to	the	eigenvalue	and	eigenvector	of	a	matrix	in	linear	
algebra.	The	eigenvectors	are	artificial	predictors,	a	set	of	linear	
combinations	 of	 the	 predictors	 that	 have	 maximal	 variance.		
PCA	 can	 be	 used	 as	 a	 tool	 for	 data	 pre-processing	 before	
supervised	 techniques	 are	 applied.	 PCA	 produces	 a	 low-
dimensional	representation	of	a	dataset.		

	
PCA,	 in	 a	 typical	 quantitative	 structure-activity	 relationship	
(QSAR)	 study	 in	 drug	 development,	 analyzes	 an	 original	 data	
matrix	 in	which	molecules	 are	 described	 by	 several	 correlated	
quantitative	 dependent	 variables	 (molecular	 descriptors).	
Although	extensively	applied,	there	is	disparity	in	the	literature	
with	 respect	 to	 the	 applications	 of	 PCA	 in	 QSAR	 studies.	
Shahlaei	(2017)	investigated	the	different	applications	of	PCA	in	
QSAR	studies	using	a	dataset	that	included	CCR5	inhibitors.	The	
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conclusion	 was	 that	 that	 PCA	 is	 a	 powerful	 technique	 for	
exploring	complex	datasets	in	QSAR	studies	for	identification	of	
outliers	 and	 can	 be	 easily	 applied	 to	 the	 pool	 of	 calculated	
structural	descriptors.	

	
A	 related	 method,	 principal	 component	 regression	 (PCR),	 is	
similar	 to	a	standard	 linear	regression	model,	but	uses	PCA	for	
estimating	the	unknown	regression	coefficients	in	the	model.	

 

5.4 K-Means Clustering 
Clustering	 refers	 to	 a	 very	 broad	 set	 of	 techniques	 for	 finding	
subgroups,	or	clusters,	in	a	data	set.	The	goal	of	clustering	is	to	
find	 a	 partition	 of	 the	 data	 into	 distinct	 groups	 so	 that	 the	
observations	within	each	group	are	quite	similar	 to	each	other	
in	 some	 sense.	 Such	 a	 sense	 of	 similarity	 is	 often	 a	 domain-
specific	 consideration	 that	must	be	made	based	on	knowledge	
of	 the	 data	 being	 studied.	 Earlier,	 when	 discussing	 SBML,	 we	
acknowledged	 that	 similarity	 is	 related	 to	 the	 purpose	 or	
outcome	 variable;	 therefore,	 the	 similarity	must	 be	 related	 to	
some	vague	outcome	or	possible	multiple	outcomes/purposes.	
In	 libraries,	we	organize	 the	books	 by	different	 categories	 and	
sub-categories,	although	such	selections	of	categories	and	sub-
categories	 are	 based	 on	 customers'	 needs	 that	 are	 often	 not	
clearly	 defined.	 At	 home	 we	 organize	 things	 into	 categories:	
clothes,	 shoes,	 kitchen	 utilities,	 and	 other	 categories,	 for	
convenience	when	we	need	to	use	 them.	Therefore,	clustering	
must	have	some	purposes	that	are	difficult	to	clearly	define.	

	
A	good	clustering	example	in	commerce	would	be	clustering	for	
market	segmentation.	Suppose	we	have	access	to	big	data	(e.g.,	
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median	 household	 income,	 occupation,	 distance	 from	 nearest	
urban	area)	for	a	 large	number	of	people	who	may	or	may	not	
already	be	our	 customers.	Our	goal	 is	 to	 identify	 subgroups	of	
people	 who	 might	 be	 more	 receptive	 to	 a	 particular	 form	 of	
advertising,	or	to	group	them	(in	terms	of	data)	according	to	the	
likelihood	of	purchasing	a	particular	product.	

	
Unlike	PCA,	which	looks	for	a	low-dimensional	representation	of	
the	observations,	 clustering	 looks	 for	homogeneous	 subgroups	
among	the	observations.	

	

5.5 Hierarchical Clustering 
Hierarchical	clustering	(HC)	is	another	popular	clustering	
method.	In	K-means	clustering,	we	seek	to	partition	the	
observations	into	a	pre-specified	number	of	clusters,	while	in	
hierarchical	clustering	we	do	not	know	in	advance	how	many	
clusters	we	want.	Instead,	hierarchical	clustering	will	end	up	
with	a	tree-like	visual	representation	of	the	observations,	called	
a	dendrogram,	that	allows	us	to	view	at	once	the	clustering	
obtained	for	each	possible	number	of	clusters	(Figure	5.1).	

	

Hierarchical	 clustering	 seeks	 to	 build	 a	 hierarchy	 of	 clusters.	
Strategies	 for	 hierarchical	 clustering	 can	 be	 either	
agglomerative	 or	 divisive.	 An	 agglomerative	 strategy	 is	 a	
bottom-up	approach,	that	is,	each	observation	starts	in	its	own	
cluster,	 and	pairs	of	 clusters	 are	merged	as	one	moves	up	 the	
hierarchy.	A	divisive	strategy	 is	a	top-down	approach,	whereby	
all	 observations	 start	 in	 one	 cluster,	 and	 splits	 are	 performed	
recursively	as	one	moves	down	the	hierarchy.	
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Agglomerative	Algorithm:		

1. Choose	a	dissimilarity	measure	between	two	subjects	or	
clusters,	e.g.,	 the	minimum	Euclidian	distance	between	
subjects	from	two	clusters.			

2. In	the	set	of	n	subjects,	identify	the	most	similar	pair	of	
subjects	 (with	 the	 minimum	 distance)	 and	 combine	
them	 into	one	 cluster.	Now	 there	are	n	−	1	 clusters	 (a	
cluster	can	just	have	one	subject).			

3. Among	the	new	set	of	n	−	1	clusters,	 identify	the	most	
similar	 pair	 of	 clusters	 with	 the	 smallest	 distance	 and	
combine	them	into	one	cluster.			

4. Among	the	new	set	of	n	−	2	clusters,	 identify	the	most	
similar	 pair	 of	 cluster	 based	 on	 the	 distance	 and	
combine	them	into	one	cluster.			

5. This	procedure	continues	until	all	n	subjects	have	been	
combined	into	one	cluster.			

	

	
Figure	5.1:	Hierarchical	Clustering	of	30	Breast	Cancer	Patients	
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The	R	function	hclust()	implements	hierarchical	clustering	in	the	
Stats	Package.	In	order	to	show	a	clear	plot	for	the	hierarchical	
clustering,	 only	 30	 patients	 from	 the	 BreastCancer	 dataset	 in	
mlBench	 package	 are	 used	 in	 the	 following	 analysis.	 The	 9	
different	 attributes	 included	 are	 cell	 thickness,	 size,	 shape,	
adhesion,	etc.	With	the	dendrogram,	we	can	easily	decide	how	
many	 groups	 we	 want	 to	 divide	 patients	 into.	 For	 instance,	 if	
only	2	clusters	are	chosen,	patients	15,	21,	2,	19,	6,	and	22	will	
be	in	one	cluster	and	the	remaining	patients	will	be	in	the	other	
cluster.	 If	4	clusters	are	determined,	patients	15,	21,	2,	and	19	
will	be	in	cluster	1,	patients	6	and	22	in	cluster	2,	patients	4,	13,	
26,	16	and	24	in	cluster	3,	and	the	rest	of	the	patients	will	be	in	
cluster	 4.	 The	 vertical	 axis	 presents	 dissimilarity	 between	
clusters.	We	 can	 see	 that	 as	 the	number	of	 clusters	 increases,	
the	dissimilarity	decreases.	

In	 the	 late	 1990s,	 the	 United	 States	 National	 Cancer	 Institute	
conducted	 an	 anticancer	 drug	 discovery	 program	 in	 which,	 in	
successive	 years,	 approximately	 10,000	 compounds	 were	
screened	 in	vitro	against	a	panel	of	60	human	cancer	cell	 lines	
from	 different	 organs	 (Shi	 et	 al.,	 1998).	 They	 tested	
approximately	 62,000	 compounds	 to	 collect	 information	 on	
activity	 patterns.	 Anticancer	 activity	 patterns	 of	 112	 ellipticine	
analogs	were	analyzed	using	a	hierarchical	clustering	algorithm.	
A	 dramatic	 coherence	 between	molecular	 structures	 and	 their	
activity	patterns	was	discovered	from	the	cluster	tree:	the	first	
subgroup	 consisted	 principally	 of	 normal	 ellipticines,	 whereas	
the	 second	 subgroup	 consisted	 principally	 of	 N2-alkyl-
substituted	ellipticiniums.	 The	ellipticiniums	were	more	potent	
on	average	against	p53	mutant	cells	than	against	p53	wild-type	
cells.	 This	 study,	with	 its	 application	 of	 unsupervised	 learning,	
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provided	insights	into	the	relationship	between	activity	patterns	
of	anticancer	drugs	and	the	molecular	pharmacology	of	cancer.	

	
The	 application	 of	 established	 drug	 compounds	 to	 new	
therapeutic	 indications,	 known	 as	 drug	 repositioning,	 offers	
several	advantages	over	traditional	drug	development,	including	
the	reduction	of	both	development	time	and	costs.	Sirota	et	al.,	
(2011)	used	hierarchical	clustering	to	predict	novel	 therapeutic	
indications	on	 the	basis	of	comprehensive	 testing	of	molecular	
signatures	 in	 drug-disease	 pairs.	 Integrating	 gene	 expression	
measurements	 from	 100	 diseases	 and	 gene	 expression	
measurements	on	164	drug	compounds,	the	team	rediscovered	
many	 known	 drug-disease	 relationships	 and	 predicted	 many	
new	 indications	 for	 these	 164	 drugs.	 They	 also	 experimentally	
validated	some	of	the	predictions.	

Other	 applications	 include	 hierarchical	 clustering	 for	 large	
compound	libraries	(Böcker	et	al.,	2005)	and	hierarchical	cluster	
analysis	 in	 clinical	 research	 with	 a	 heterogeneous	 study	
population,	focusing	on	visualization	(Zhang,	et	al.,	2017).	
	
5.6 Self-Organizing Maps 
A	 self-organizing	 map	 (SOM)	 or	 self-organizing	 feature	 map	
(SOFM),	 is	 a	 type	 of	 artificial	 neural	 network	 (ANN)	 that	 is	
trained	 using	 unsupervised	 learning	 to	 produce	 a	 low-
dimensional,	 discretized	 representation	 of	 the	 input	 space	 of	
the	 training	 samples,	 called	a	map.	Here,	dimension	 is	not	 the	
feature	dimension,	but	the	number	of	data	points.	

	
Like	 most	 artificial	 neural	 networks,	 SOMs	 operate	 in	 two	
modes:	 training	 and	 mapping.	 Training	 builds	 the	 map	 using	
input	 examples,	 while	 mapping	 automatically	 classifies	 a	 new	
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input	vector.	The	output	of	an	SOM	can	be	visualized	in	the	map	
space,	which	 consists	 of	 components	 called	nodes	or	 neurons.	
The	 number	 of	 nodes	 (equivalent	 to	 clusters)	 is	 defined	
beforehand,	 usually	 in	 a	 finite	 two-dimensional	 region	 where	
nodes	are	arranged	 in	a	 regular	hexagonal	or	 rectangular	 grid.	
The	 SOMs	 convert	 N	 data	 point	 in	 K-feature	 space	 to	 a	
collection	 of	 nodes	 (neurons)	 organized	 in	 a	 two	 dimensional	
space,	 called	 the	 map.	 Each	 node	 in	 the	 map	 has	 hidden	 K-
features.	

Yan	 (2006)	 applies	 self-organizing	 maps	 in	 compound	 pattern	
recognition	 and	 combinatorial	 library	 design.	 Schneider	 et	 al.	
(2009)	 used	 SOMs	 for	 compound	 library	 design,	 scaffold-
hopping,	 and	 repurposing.	 Reker	 et	 al.	 (2008)	 used	 a	 SOM	 for	
identifying	 the	 macromolecular	 targets	 of	 de	 novo-designed	
chemical	 entities.	 Schneider	 and	 Schneider	 (2017)	 use	 a	 SOM	
for	 macromolecular	 target	 prediction.	 Researchers	 have	 also	
developed	supervised	SOMs	for	drug	discovery	(Xiao	and	Harris,	
2006).	 Avarm	 et	 al.	 (2014)	 used	 a	 SOM	 classifier	 for	 the	
prediction	of	inhibitors.	

	

5.7 Remarks 
Unsupervised	 learning	 is	 a	 critical	 foundation	 of	 supervised	
learning.	 Any	 application	 of	 supervised	 learning	 must	 involve	
some	 sort	 of	 unsupervised	 learning.	We	 call	 this	 phenomenon	
Entanglement	of	Supervised	and	Unsupervised	Learning	 (ESUL).	
For	 instance,	 when	 we	 decide	 which	 features	 need	 to	 be	
collected	 for	 our	 supervised	 learning	 model,	 we	 have	 already	
used	 implicitly	 unsupervised	 learning	 or	 clustering.	 That	 is,	we	
perform	 simple	 clustering	 based	 on	 a	 certain	 set	 of	 features,	
instead	of	any	other	 features,	 and	assume	 that	as	 long	as	 two	



AI for Drug Development and Well-Being 

67 

objects	have	 identical	values	for	these	features	their	outcomes	
will	be	the	same	or	similar,	even	though	they	might	be	different	
in	 other	 respects.	 Another	 example,	 where	 clustering	 is	
implicitly	performed	before	any	supervised	learning,	is	when	we	
decide	the	number	of	digits	or	decimal	digits	to	keep	in	a	set	of	
measurements:	we	 implicitly	put	objects	with	 the	 same	values	
into	the	same	cluster,	even	though	the	rest	of	the	decimal	digits	
of	their	measurements	might	be	different.	

A	 clustering	 problem	 can	 be	 formulated	 as	 an	 unsupervised	
density	 problem.	 That	 is,	 find	 a	 subset	 (clusters)	 of	 data,	 such	
that	 the	 joint	 probability	 of	 data	 points	 belonging	 to	 the	
corresponding	 clusters	 is	 high	 (maximized).	 This	 optimization	
problem	can	be	converted	into	a	supervised	problem	(Hastie	et	
al.,	2001;	Chang	2011).	

There are also ML problems situated between supervised and 
unsupervised learning, which can be solved via Semi-Supervised 
Learning. In semi-supervised learning problems, we have only parts 
of the input data labeled, and the rest are unlabeled. An example 
would be a photo archive where only some of the images (e.g., 
dogs, cats, persons) are labeled and a majority is not. 
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Chapter 6: Reinforcement, 
Evolutionary, and Swarm 
Intelligence Learning 

 
 

6.1 Reinforcement Learning 
The	Concept	of	Reinforcement	Learning	

Reinforcement	 learning	 (RL)	 emphasizes	 learning	 through	
interaction	with	 (real	 or	 virtual)	 environments.	 Feedback	 from	
one's	 environment	 is	 essential	 for	 learning.	 RL	 can	 be	 used	
when	 the	 correct	 answer	 is	difficult	 to	define	or	 there	are	 too	
many	steps	for	the	agent	to	take	to	complete	the	task.	Taking	a	
driverless	 car	 as	 an	 example,	 we	 cannot	 define	 the	 road	
conditions	manually.		

	
RL	can	be	particularly	useful	 in	attacking	problems	that	require	
strong	 interactions	 with	 different	 environments,	 such	 as	 self-
cleaning	vacuum	cleaners	and	rescue	robots.	A	rescue	robot	is	a	
robot	 that	 has	 been	 designed	 for	 the	 purpose	 of	 rescuing	
people	in	mining	accidents,	urban	disasters,	hostage	situations,	
and	 after	 explosions.	 The	 benefits	 of	 rescue	 robots	 to	 these	
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operations	 include	 reduced	 personnel	 requirements,	 reduced	
fatigue,	 and	 access	 to	 otherwise	 unreachable	 areas.	 A	 well-
known	RL	example	is	AlphaZero,	a	computer	chess,	shogi	and	go	
player	 trained	 using	 RL.	 With	 just	 24	 hours	 of	 reinforcement	
learning,	 AlphaZero	 attained	 a	 truly	 amazing	 level	 of	 skill,	
defeating	 the	 three	world-champion	 programs	 Stockfish	 Elmo,	
and	AlphaGoZero.		

Reinforcement	 learning	 can	 embody	 a	model-based	 approach,	
such	as	a	Markov	decision	process.	The	methods	used	to	solve	
optimization	 problems	 include	 dynamic	 programming	 with	
either	 policy-based	 or	 value-based	 algorithms.	 Model-free	 RL	
techniques	 include	 Bayesian	 Q-learning,	 but	 there	 are	 also	
game-theory	based	formulations.	Chang	(2010)	discussed	all	of	
these	 approaches	 in	 the	 field	 of	 drug	 development.	 Czibula	 et	
al.,	 (2015)	 proposed	 a	 RL	 model	 to	 solve	 the	 protein-folding	
problem,	predicting	the	bidimensional	structure	of	proteins	in	a	
hydrophobic-polar	model.	

	

6.2 Reinforcement Learning for Drug 
Development Programs 
Clinical	Trial	Phase	Transition	Probability	

Clinical	trials	are	often	conducted	in	sequences	in	three	phases.	
Sufficient	positive	results	from	a	phase	set	off	the	next	phase	of	
the	 trial.	 Promising	 Phase	 3	 results	 will	 trigger	 the	 company's	
submission	 of	 a	 nondisclosure	 agreement	 to	 the	 regulatory	
agency	 for	marketing	approval.	The	results	 from	earlier	phases	
other	 than	 the	 immediate	 phase	 play	 only	 a	minor	 role	 in	 the	
decision	process.	Such	a	transition	process	can	be	modeled	by	a	
Markov	Chain	 (Figure	6.1).	 The	 transitional	probabilities	 (Table	
6.1)	 derived	 from	a	 large	database	 are	 valuable	 in	RL	 for	 drug	
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development	 (Chang,	 2019).	Among	 all	 3583	Phase	 1	 trials	 for	
all	 disease	 indications,	 63.2%	 successfully	 moved	 forward	 to	
Phase	 2,	 and	 only	 9.6%	 obtained	 regulatory	 approval	 for	
marketing.	 The	 transitional	 probability	 from	 one	 phase	 to	
another	is	simply	the	product	of	all	the	probabilities	in	between.	
These	 phase	 transitional	 probabilities	 are	 the	 probabilities	 of	
success	 on	 average.	 Different	 trial	 designs	 and	 many	 factors	
(actions)	 will	 change	 the	 probability	 of	 success.	 In	 fact,	 drug	
development	 is	 a	 sequence	 of	 decision	 processes.	 In	 each	
process,	 information	and	outcomes	of	an	action	are	associated	
with	uncertainties	or	probabilities.	Therefore,	a	Markov	chain	is	
not	 sufficient;	 we	 have	 to	 use	 a	 sophisticated	 model	 that	
includes	the	action	options.	Stochastic	modeling	provides	such	a	
model.			

	

Example	6.1:	Clinical	Trial	Phase	Transition	Probabilities	

	

A	Stochastic	Decision	Process	(SDP)	is	similar	to	a	Markov	chain,	
but	 there	 are	 also	 a	 decision	 (action)	 and	 cost	 associated	 at	
each	state,	a	probability	of	reaching	the	next	state,	and	the	gain	
when	the	next	state	is	successfully	reached.	Figure	6.2	is	a	SDP	
for	 a	 typical	 clinical	 development	program,	which	 includes	 key	
design	 elements	 from	 Phase	 1	 and	 Phase	 2	 clinical	 trials.	 The	
actions	here	can	be	different	clinical	trial	designs.		

	

Phase I Phase II Phase III Approval 
P12=0.632 P23=0.307 P34=0.496 

P14=0.096 

1 

P24=0.152	
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Table	6.1:	Phase	Transition	Probabilities	of	Clinical	Trials	

	 No.	of	
Test	
Drugs	

Phase	1	
to		

Phase	2	

Phase	2	
to			

Phase	3	

Phase	3	
to	

Approval	

Hematology	 86			 73.3%	 56.6%	 63.0%	

Infectious	disease	 247	 69.5%	 42.7%	 64.5%	

Ophthalmology	 66	 84.8%	 44.6%	 45.2%	

Other	 96	 66.7%	 39.7%	 61.5%	

Metabolic	 95	 61.1%	 45.2%	 55.5%	

Gastroenterology	 41	 75.6%	 35.7%	 55.9%	

Allergy	 37	 67.6%	 32.5%	 67.0%	

Endocrine	 299	 58.9%	 40.1%	 55.9%	

Respiratory	 150	 65.3%	 29.1%	 67.3%	

Urology	 21	 57.1%	 32.7%	 61.2%	

Autoimmune	 297	 65.7%	 31.7%	 53.5%	

Neurology	 462	 59.1%	 29.7%	 47.8%	

Cardiovascular	 209	 58.9%	 24.1%	 46.7%	

Psychiatry	 154	 53.9%	 23.7%	 49.0%	

Oncology	 1222	 62.8%	 24.6%	 33.0%	

All	Indications	 3582	 63.2%	 30.7%	 49.6%	
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Figure	6.2:	Stochastic	Decision	Process	for	CDP	

The	 success	 of	 a	 pharmaceutical	 company	 depends	 on	
integrating	 scientific,	 clinical,	 regulatory,	 and	 marketing	
approaches	 to	 the	 development	 and	 commercialization	 of	
therapies.	 Clinical	 development	 program	 (CDP)	 design	 offers	
several	 important	 benefits:	 (1)	 It	 eliminates	 unnecessary	 or	
redundant	clinical	trials	used	for	internal	decision-making;	(2)	It	
identifies	 and	 addresses	 critical	 path	 issues	 that	 could	 delay	
development	 timeliness;	 (3)	 It	 ensures	 that	 clinical	 programs	
focus	 quickly	 and	 unambiguously	 on	 key	 attributes	 of	 the	
compound.	

The	 SDP	 provides	 a	 powerful	 AI	 framework	 for	 modeling	 the	
decision-making	 process	 in	 situations	 where	 outcomes	 are	
partly	 random	 and	 partly	 under	 the	 control	 of	 the	 decision-
maker.	 Simulation-based	 RL	 is	 used	 to	 determine	 the	 set	 of	
actions	 or	 action	 rules	 (often	 called	 policy)	 that	maximize	 the	
expected	gain.	A	commonly	used	algorithm	to	find	the	optimal	
solution	 is	 the	 backward	 induction	 method,	 when	 the	 SDP	 is	
memoryless	 or	 a	 Markov	 Decision	 Process.	 The	 backward	
induction	 algorithm	 is	 derived	 from	 Bellman’s	 optimality	
principle,	 and	 this	 is	 described	 elsewhere	 (Chang,	 2010).	
Bellman’s	 Optimality	 Principle	 can	 be	 stated	 thus:	 An	 optimal	
policy	has	the	property	that,	whatever	the	initial	state	and	initial	
decisions	 are,	 the	 remaining	 decisions	 must	 constitute	 an	

Phase	1	
action	
(cost,	c1)	

Phase	2	
action	
(cost,	c2)	

Phase	3	
action	
(cost,	c3)	

Approval	

Expected	
value,	g2	

P12	

Expected	
value,	g3	

Expected	
value,	g4	

P23	 P34	
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optimal	 policy	with	 regard	 to	 the	 state	 resulting	 from	 the	 first	
decision.	

	
RL	with	Monte	Carlo	simulations	can	provide	a	rational	basis	for	
decision-making	 and	 help	 in	 optimizing	 a	 compound's	
regulatory	 strategy	 and	 determining	 its	 position	 and	 value.	
Simulation	 of	 CDPs	 can	 increase	 the	 confidence	 in	 decision-
making	and	help	to	define	and	track	critical	success	factors	and	
their	uncertainties.	

6.3 Genetic Algorithms and Genetic 
Programming 
Genetic	Algorithms	

A	genetic	algorithm	(GA),	the	name	inspired	by	Darwin's	theory	
of	 evolution,	 is	 an	 AI	 algorithm	 designed	 to	 solve	 an	
optimization	 problem.	 John	 Holland	 introduced	 genetic	
algorithms	 in	 1960,	 and	 his	 student	 David	 Goldberg	 extended	
the	GA	 idea	 in	1989.	A	typical	genetic	algorithm	requires:	 (1)	a	
genetic	 representation	 of	 the	 solution	 domain,	 (2)	 a	 fitness	
function	to	evaluate	the	solution	domain,	and	(3)	crossover	and	
mutation	operations.	

Initialization:	Generate	an	 initial	population,	usually	by	random	
selection.	

Natural	Selection:	During	each	successive	generation,	a	portion	
of	the	existing	population	is	selected	to	breed	a	new	generation.	
Individual	 solutions	 are	 selected	 through	 a	 fitness-based	
random	 selection	 process.	 The	 fitness	 function	 is	 defined	 over	
the	 genetic	 representation	 and	 measures	 the	 quality	 of	 the	
represented	 solution.	 The	 fitness	 function	 is	 problem-
dependent.	
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Genetic	 Operators:	 A	genetic	 operator	is	 an	operator	used	
in	genetic	algorithms	to	guide	the	algorithm	towards	a	solution	
to	a	given	problem.	Crossover	and	mutation	are	the	main	types	
of	 genetic	 operators,	 but	 it	 is	 possible	 to	 use	 other	 operators,	
such	 as	 colonization-extinction	 and	 migration.	 The	 mutation	
probability	 is	 usually	 smaller	 than	 the	 crossover	 probability.	 A	
very	 small	mutation	 rate	may	 lead	 to	 genetic	 drift,	 whereas	 a	
mutation	 rate	 that	 is	 too	 high	 may	 lead	 to	 loss	 of	 good	
solutions.	 A	 recombination	 rate	 that	 is	 too	 high	 may	 lead	 to	
premature	convergence	of	the	genetic	algorithm.		

Termination:	 Termination	 can	 occur	 if	 one	 of	 the	 following	
conditions	is	met:	

(1) A	good-enough	solution	is	found.		
(2) The	maximum	number	of	generations	is	reached.		
(3) The	 highest-ranking	 solution's	 fitness	 has	 reached	 a	

plateau	 such	 that	 successive	 iterations	 cannot	 make	
significant	improvement.	

	

GAs	 can	 and	 have	 been	 used	 in	 medical	 fields.	 Infertility	 is	 a	
condition	 for	which	 a	GA	 can	 be	 applied	 to	 discover	 the	most	
appropriate	 treatment.	 To	 treat	 infertility	 there	 are	 several	
options.	 The	 sequence	 of	 interventions	 is	 believed	 to	 be	
important,	 in	 addition	 to	 the	 demographic	 and	 baseline	
characteristics.	There	are	many	possible	treatment	courses,	but	
randomly	or	exhaustively	trying	out	the	treatment	sequences	is	
inefficient	or	impossible.	It	is	believed	that	if	a	long	sequence	of	
treatments	is	effective,	then	a	partial	sequence	will	likely	retain	
partial	effectiveness.	If	this	assumption	is	true,	then	a	GA	might	
be	a	better	way	to	search	for	the	best	treatment	sequence.	The	
basic	idea	is	to	view	a	treatment	sequence	composed	of	T1,	T2,	
T2,	T4,	and	T5	as	a	short	DNA	sequence	in	the	GA	(Figure	6.3).	A	
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death	 (removal)	 of	 a	 treatment	 sequence	 can	 be	 defined	 by	
treatment	 failure.	 Through	 natural	 selection,	 better	 treatment	
sequences	will	survive	long	and	dominate	in	the	population,	and	
thus	 have	 a	 better	 chance	 to	 be	 selected	 for	multiplying	 than	
poor	treatment	sequences.	The	best	treatment	sequence(s)	will	
survive	in	the	end	(Chang,	2020).				

	

	

Figure	6.3:	Genetic	Algorithm	for	Optimal	Treatment	Sequence	
Search	

Ghaheri,	et	al.,	 (2015)	 introduced	the	genetic	algorithm	and	 its	
applications	 in	medicine.	They	reviewed	applications	 in	disease	
screening,	 diagnosis,	 treatment	 planning,	 pharmacovigilance,	
prognosis,	and	health	care	management.	Ghaheri1	et	al.,	(2015)	
provided	a	comprehensive	review	of	the	applications	of	genetic	
algorithms	 in	 14	 areas	 of	 medicine:	 radiology,	 oncology,	
cardiology,	 endocrinology,	 obstetrics	 and	 gynecology,	
pediatrics,	 surgery,	 infectious	 diseases,	 pulmonology,	
radiotherapy,	 rehabilitation	 medicine,	 orthopedics,	 neurology,	
pharmacotherapy,	and	health	care	management.	
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Genetic	Programming	

The	term	genetic	programming	was	coined	by	Goldberg	in	1983.	
Genetic	 programming	 (GP),	 like	 GA,	 is	 inspired	 by	 our	
understanding	 of	 biological	 evolution.	 It	 is	 an	 evolutionary	
computation	(EC)	technique	that	automatically	solves	problems	
without	 requiring	 the	 user	 to	 know	 or	 specify	 the	 form	 or	
structure	of	the	solution	in	advance.	At	the	most	abstract	level,	
GP	 is	 a	 systematic,	 domain-independent	 method	 for	 getting	
computers	 to	 solve	 problems	 automatically,	 starting	 from	 a	
high-level	 statement	 of	 what	 needs	 to	 be	 done	 (Poli	 et	 al.,	
2008).	 The	 idea	 of	 genetic	 programming	 is	 to	 evolve	 a	
population	of	 computer	 programs.	 The	 aim	 is	 that,	 generation	
by	 generation,	 GP	 techniques	 will	 stochastically	 transform	
populations	of	programs	into	new	populations	of	programs	that	
will	 effectively	 solve	 problems	 under	 consideration.	 Like	
evolution	in	nature,	GP	has	in	fact	been	successful	at	developing	
novel	and	unexpected	ways	of	solving	problems.	GP	is	similar	to	
GA,	 but	 there	 are	 differences.	 The	 main	 difference	 is	 that	
individuals	 in	 GA	 are	 represented	 by	 one-dimensional	 strings,	
while	individuals	in	GP	are	represented	by	tree-structures.	

	
GPs	 have	 proliferated,	 with	 applications	 in	 many	 fields,	
including:	 code-breaking,	 hardware	 bug	 detection,	 robotics,	
mobile	communications	infrastructure	optimization,	mechanical	
engineering,	work	 scheduling,	 the	 design	 of	water	 distribution	
systems,	natural	language	processing	(NLP),	the	construction	in	
forensic	 science	 of	 facial	 composites	 of	 suspects	 by	
eyewitnesses,	airlines	 revenue	engagement,	 trading	systems	 in	
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the	 financial	 sector,	 software	 synthesis	 and	 repair,	 image	
processing,	 cellular	 encoding,	 symbolic	 regression,	 feature	
selection	 and	 classification,	 and	 sound	 synthesis	 in	 the	 audio	
industry	 (Langdon	 and	 Buxton,	 2004).	 The	 series	 of	 4	 edited	
books	 on	 GP	 applications	 (Koza,	 2010)	 collected	 77	 results	
where	 GP	 was	 human-competitive.	 GP	 has	 been	 successfully	
used	 as	 an	 automatic	 programming	 tool,	 a	 machine	 learning	
tool,	and	an	automatic	problem-solving	engine.	GP	is	especially	
useful	 in	 the	 domains	where	 the	 exact	 form	of	 the	 solution	 is	
not	 known	 in	 advance	 or	 when	 an	 approximate	 solution	 is	
acceptable.		
	
In	 drug	 discovery,	 GP	 has	 been	 used	 for	 RNA	 structure	
prediction,	 molecular	 structure	 optimization,	 and	 for	 mining	
DNA	 chip	 data	 from	 cancer	 patients.	 	 Ghosh	 and	 Jain	 (2005)	
assembled	 articles	 across	 a	 broad	 range	 of	 topics	 on	 the	
applications	of	evolutionary	AI	in	drug	discovery.	Barmpalex,	et	
al.,	(2011)	used	symbolic	regression	via	genetic	programming	in	
the	 optimization	 of	 a	 controlled	 release	 pharmaceutical	
formulation	 and	 compared	 its	 predictive	 performance	 to	
artificial	 neural	 network	 (ANN)	 models.	 Their	 results	 showed	
that	 the	 predictive	 ability	 of	 GP	 on	 an	 external	 validation	 set	
was	higher	than	that	of	the	ANNs.		

 
6.4 Cellular Automata 
A	cellular	automaton	 (CA)	 is	used	to	model	both	temporal	and	
spatiotemporal	 processes.	 CAs	 normally	 consist	 of	 large	
numbers	of	identical	cells	that	form	a	lattice	(like	a	chessboard)	
with	defined	interaction	rules.	
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Cellular	 automata,	 invented	 in	 the	 late	 1940s	 by	 John	 von	
Neumann	and	Stanislaw	Ulam,	have	been	used	to	model	a	wide	
range	 of	 processes	 seen	 in	 image	 processing,	 virtual	 music	
creation,	 and	 physics	 (https://mathworld.wolfram.com/	
GameofLife.html).	 They	 also	 have	 a	 long	 history	 in	 biological	
modeling.	 Indeed,	 one	 of	 the	 first	 and	 most	 interesting	 CA	
simulations	 in	 biology	 is	 Conway's	Game	of	 Life	 (Berlekamp	et	
al.,	 1982).	 The	 CA	 is	 simple	 but	 very	 capable.	 For	 example,	 in	
one	 application,	 there	 is	 a	 finite	 initial	 state	 such	 that	 any	
paragraph	of	English	prose,	when	properly	coded	as	a	sequence	
of	gliders	(cell	patterns	that	move	across	the	lattice),	will	result	
in	a	"spell-checked"	paragraph	of	English	prose,	again	coded	as	
a	sequence	of	gliders. 

The	rules	of	CA	can	be	defined	 in	many	ways.	Here	 is	a	simple	
example	 (Chang,	 2011):	An	occupant	of	 a	 cell	with	 fewer	 than	
two	 neighbors	 will,	 sadly,	 die	 of	 loneliness;	 with	 2	 or	 3	
neighbors,	 it	 will	 continue	 into	 the	 next	 generation;	with	 4	 or	
more	neighbors,	it	will	die	of	over-excitement!	

The	objects	(cells	or	proteins)	in	a	CA	simulation	usually	do	not	
move:	they	only	appear,	change	properties,	or	disappear.	Thus,	
objects’	 properties	 and	 information	 are	 the	 only	 things	 that	
“move”.	 In	 a	 variation	 on	 the	 CA	model	 known	 as	 a	 dynamic	
cellular	automaton	 (DCA),	objects	can	exhibit	motion	 (Wishart,	
et.	 al.,	 2005).	We	 can	 apply	 random	walks	 or	 other	 stochastic	
processes	 to	 DCAs.	 Depending	 on	 the	 implementation	 of	 the	
DCA	algorithm,	molecules	can	move	one	or	more	cells	in	a	single	
time	 step.	 DCA	models	 permit	 considerably	 more	 flexibility	 in	
simulating	biological	processes	(Materi	and	Wishart,	2007).	

	

Examples	 of	 CA	 applications	 in	 the	 pharmaceutical	 industry	
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include	 drug	 release	 in	 bio-erodible	 microspheres	 (Zygourakis	
and	 Markenscoff,	 1996),	 lipophilic	 drug	 diffusion	 and	 release	
(Fathi,	et.	al.,	2013),	drug-carrying	micelle	formation	(Kier,	et	al.,	
1996),	 the	 progression	 of	 HIV/AIDS,	 HIV	 treatment	 strategies	
(Santos	 and	 Coutinho,	 2001),	 and	 the	 simulation	 of	 different	
drug	therapies	or	combination	therapies.	Some	CA	models	have	
the	 capacity	 to	 model	 extreme	 time	 scales	 (days	 to	 decades)	
efficiently	 and	 to	 simulate	 the	 spatial	 heterogeneity	 of	 viral	
infections.	

	

6.5 Swarm Intelligence Learning 
Concept	of	Swarm	Intelligence	

Systems	 in	 which	 organized	 behavior	 arises	 without	 a	
centralized	 controller	 or	 leader	 are	 often	 called	 self-organized	
systems,	while	the	intelligence	possessed	by	the	system	is	called	
swarm	 intelligence	 (SI)	 or	 collective	 intelligence.	 Examples	 of	
swarm	intelligence	in	nature	 include	ant	colonies,	bird	 flocking,	
hawks	hunting,	animal	herding,	bacterial	growth,	fish	schooling	
and	microbial	intelligence.	

Let’s	 look	 into	 how	 ant	 colonies	 forage	 for	 food	 and	 find	 the	
shortest	 path	 leading	 to	 a	 food	 source	 quickly.	 The	 process	
unfolds	 as	 follows.	 Several	 ants	 leave	 their	 nest	 to	 forage	 for	
food,	 randomly	 following	 different	 paths.	 Ants	 continue	 to	
release	pheromones	(a	chemical	produced	by	an	organism	that	
signals	 its	 presence	 to	 other	 members	 of	 the	 same	 species)	
during	 the	 food	search	process.	Such	pheromones	on	 the	path	
will	 gradually	 disperse	 over	 time.	 Those	 ants	 reaching	 a	 food	
source	along	the	shortest	path	are	sooner	to	reinforce	that	path	
with	pheromones,	because	they	are	sooner	to	come	back	to	the	
nest	with	 food;	 those	 that	 subsequently	go	out	 foraging	 find	a	
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higher	concentration	of	pheromones	on	the	shortest	path,	and	
therefore	have	a	greater	tendency	(higher	probability)	to	follow	
it.	 In	 this	 way,	 ants	 collectively	 build	 up	 and	 communicate	
information	 about	 locations,	 and	 this	 information	 adapts	 to	
changes	 in	the	environmental	conditions!	The	SI	emerges	from	
the	simple	rule:	follow	the	smell	of	pheromones.	Mimicking	the	
activity	 of	 ant	 colonies,	 the	 ant	 algorithm	 and	 other	 swarm	
intelligence	algorithms	have	contributed	to	the	advancement	of	
AI	technologies.			

	

Figure	6.4:	Swarm	Intelligence:	Ants	Adapt	to	Environmental	
Changes	

The	 SI	 characteristics	 of	 a	 human	 network	 integrate	 two	
correlated	 perspectives	 on	 human	 behavior:	 cognitive	 space	
and	social	space.	In	SI,	we	see	the	evolution	of	collective	ideas,	
not	 the	 evolution	 of	 people	 who	 hold	 ideas.	 Evolutionary	
processes	 have	 costs:	 redundancy	 and	 futile	 exploration.	 Such	
processes	 are	 necessary	 to	 be	 adaptive	 and	 creative.	 The	
system	parameters	 of	 SI	 determine	 the	 balance	 of	 exploration	
and	exploitation.		

An	 SI	 algorithm	 comprises	 a	 population	 of	 individuals	 that	
interact	with	one	another	according	to	simple	rules	 in	order	to	
solve	problems.	 Individuals	 in	 an	 SI	 system	have	mathematical	

(2)	Environment	Changed:	Path	Blocked	

(4)	Shortcut	Discovered	(3)	Adapting	to	Environment	Changes	

(1)	Ants	in	a	Pheromone	Trial	
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intelligence	(logical	thought)	and	social	 intelligence	(a	common	
social	 mind).	 Social	 interaction	 thus	 provides	 a	 powerful	
problem-solving	algorithm	in	SI.	

An	ant	 is	simple	and	(arguably)	dumb,	while	a	colony	of	ants	 is	
complex	and	intelligent.	Likewise,	neurons	are	simple	but	brains	
are	 as	 complex	 as	 a	 swarm.	 Competition	 and	 collaboration	
among	 cells	 lead	 to	 human	 intelligence;	 competition	 and	
collaboration	among	humans	form	a	social	intelligence,	or	what	
we	might	call	the	global	brain.	Nevertheless,	such	intelligence	is	
based	on	a	human	viewpoint,	and	thus	it	lies	within	the	limits	of	
human	 intelligence.	 Views	 of	 such	 intelligence	 held	 by	 other	
creatures	 with	 a	 different	 level	 of	 intelligence	 could	 be	
completely	different!					

SI	 has	 some	 similarities	 to	 ensemble	 intelligence	 (EI),	 but	 they	
are	 different	 in	 that	 each	 individual	 in	 SI	 has	 no	 intelligence,	
while	each	 individual	 in	EI	 is	usually	an	expert.	SI	 is	necessarily	
the	 consequence	 of	 collective	 dumbness,	 a	 result	 of	
collaboration,	 while	 EI	 can	 be	 just	 the	 best	 opinion	 among	 or	
average	opinion	of	the	experts	without	any	collaboration	at	all.	
Another	difference	is	that	SI	requires	a	larger	population	of	the	
same	type	of	individuals,	while	a	“population”	in	EI	populations	
usually	 only	 involves	 a	 small	 set	 of	 individuals	 obtained	 by	
different	methods.	

SI	 is	 also	 different	 from	 reinforcement	 learning.	 In	
reinforcement	 learning,	 an	 individual	 can	 improve	 his	 level	 of	
intelligence	over	time	since,	in	the	learning	process,	adaptations	
occur.	 In	 contrast,	 SI	 is	 a	 collective	 intelligence	 from	 all	
individuals.	 It	 is	 a	 global	 or	 macro	 behavior	 of	 a	 system.	 In	
complex	 systems	 there	 are	 a	 huge	 number	 of	 individual	
components,	each	with	 relatively	 simple	 rules	of	behavior	 that	
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never	 change.	 However,	 in	 reinforcement	 learning,	 there	 are	
not	necessarily	a	 large	number	of	 individuals;	 in	 fact	 there	can	
just	 be	 one	 individual	 with	 built-in	 complex	 algorithms	 or	
adaptation	rules.	

	

Ant	Algorithm	

An	 ant	 routing	 algorithm,	 introduced	 by	 Dorigo	 (1992),	 was	
inspired	 by	 the	 food	 foraging	 behavior	 of	 ants	 hunting	 the	
shortest	or	 fastest	route.	 Its	key	algorithm	can	be	described	as	
follows:		

1. Ants	lay	pheromones	on	the	trail	when	they	move	food	
back	to	their	nest.			

2. Pheromones	 accumulate	 with	 multiple	 ants	 using	 the	
same	path,	evaporating	when	no	ants	pass	by.			

3. Each	 ant	 always	 tries	 to	 choose	 trails	 having	 higher	
pheromone	concentrations.			

4. In	 a	 fixed	 time	 period,	 ant	 agents	 are	 launched	 into	 a	
network,	 each	 agent	 going	 from	 a	 source	 to	 a	
destination	node.			

5. The	ant	agent	maintains	a	 list	of	visited	nodes	and	 the	
time	 elapsed	 in	 getting	 there.	 When	 an	 ant	 agent	
arrives	 at	 its	 destination,	 it	 will	 return	 to	 the	 source	
following	 the	 same	 path	 by	 which	 it	 arrived,	 updating	
the	digital	pheromone	value	on	 the	 links	 that	 it	passes	
by.	The	slower	the	link,	the	lower	the	pheromone	value	
will	be.			

6. At	 each	 node,	 the	 ant	 colony	 will	 use	 the	 digital	
pheromone	 value	 as	 the	 transitional	 probability	 for	
deciding	the	ant	(data)	transit	route. �	
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6.6 Swarm Intelligence in Drug Discovery  
If	 you	 were	 to	 construct	 an	 exhaustive	 list	 of	 swarm	
intelligence-based	applications,	your	list	would	include	complex	
interactive	 virtual	 environment	 generation	 in	 the	 movie	
industry,	 cargo	 arrangement	 in	 airline	 companies,	 route	
scheduling	 for	 delivery	 companies,	 packet	 routing	 in	
telecommunication	networks,	power	grid	optimization	controls,	
data	clustering	and	data	routing	in	sensor	networks,	unmanned	
vehicle	control	 in	 the	U.S.	military,	and	planetary	mapping	and	
micro-satellite	control	as	used	by	NASA	(Chang,	2020).	

In	 the	 drug	 development	 process,	 a	 central	 feature	 is	 the	
prediction	 of	 the	 complex	 structure	 of	 a	 small	 ligand	 with	 a	
protein,	 the	 so-called	 protein-ligand	 docking	 problem,	 used	 in	
virtual	screening	of	large	databases	and	lead	optimization.	Korb	
et.	al.,	(2006)	developed	a	new	docking	algorithm	called	PLANTS	
(Protein-Ligand	ANTSystem),	based	on	ant	colony	optimization,	
to	facilitate	structure-based	drug	design.	An	artificial	ant	colony	
is	 employed	 to	 find	 a	 minimum	 energy	 conformation	 of	 the	
ligand	in	the	protein's	binding	site.	The	algorithm	showed	higher	
efficiency	than	a	genetic	algorithm.	

Molecular	docking	 is	critically	 important	for	a	 ligand	binding	to	
the	 intended	site,	which	 is	essential	 for	a	small	molecular	drug	
to	 take	 effect.	 Fu,	 et	 al.,	 (2015)	 studied	 a	 new	 approach	 for	
flexible	 molecular	 docking	 based	 on	 SI.	 They	 computed	 the	
interactions	 of	 23	 protein-ligand	 complexes.	 The	 experimental	
results	 show	 that	 their	 approach	 leads	 to	 substantially	 lower	
docking	 energy	 and	 higher	 docking	 precision	 in	 comparison	 to	
the	 Lamarckian	 genetic	 algorithm	 and	 the	 QPSO	 algorithm	
alone.	 This	 suggests	 that	 the	 novel	 algorithm	may	 be	 used	 to	
dock	a	ligand	with	many	rotatable	bonds	with	high	accuracy.		
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Protein	 essentiality	 is	 fundamental	 to	 comprehending	 the	
function	 and	 evolution	 of	 genes.	 The	 prediction	 of	 protein	
essentiality	 is	pivotal	 in	 identifying	disease	genes	and	potential	
drug	 targets.	 Fang	 et.	 al.,	 (2018)	 presented	 a	 novel	 feature	
selection	 called	 the	 elite	 search	 mechanism-based	 flower	
pollination	 algorithm,	 used	 to	 determine	 protein	 essentiality.	
ESFPA	uses	an	 improved	SI	algorithm	for	 feature	selection	and	
selects	optimal	 features	 for	protein	essentiality	prediction.	The	
first	 step	 is	 to	 collect	 numerous	 features	 with	 the	 highly	
predictive	 characteristics	 of	 essentiality.	 The	 second	 step	 is	 to	
develop	a	feature	selection	strategy	based	on	a	SI	algorithm	to	
obtain	 an	 optimal	 feature	 subset.	 Then,	 an	 elite	 search	
mechanism	 is	 adopted	 to	 further	 improve	 the	 quality	 of	 the	
feature	 subset.	 The	 experimental	 results	 show	 that	 this	 SI	
method	is	competitive	with	some	well-known	feature	selection	
methods.	

Rajeshkumar	 and	 Kousalya	 (2017)	 presented	 a	 review	 of	
applications	 of	 SI	 algorithms	 in	 the	 pharmaceutical	 industry,	
including	 drug	 design,	 pharmacovigilance,	 and	 alignment	 of	
sequence.	 Soulami,	 et.	 al.,	 (2017)	 used	 a	 particle	 swarm	
optimization	 (PSO)	 based	 algorithm	 for	 detection	 and	
classification	 of	 abnormalities	 in	 mammographic	 images	 by	
using	 texture	 features	 and	 support	 vector	 machine	 (SVM)	
classifiers.
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Chapter 7: Applications of AI in 
Medical Science and Drug 
Development 

 
 

7.1 Drug Development, Pharmacovigilance 
and Healthcare 
To	 discuss	 applications	 of	 AI	 in	medical	 science,	 it’s	 helpful	 to	
review	 some	 of	 the	 basics	 of	 prescription	 drug	 development.	
Drug	development	processes	are	divided	into	three	stages:	Drug	
Discovery,	 Preclinical	 Research,	 and	 Clinical	 Development.	 The	
objective	of	Drug	Discovery	is	to	identify	new	molecular	entities	
(NMEs).	When	a	leading	compound	is	identified,	further	in	vitro	
(tissue)	 and	 in	 vivo	 (animal)	 tests	 of	 will	 be	 conducted	 in	 the	
Preclinical	 phase	 to	 optimize	 some	 of	 the	 drug	 properties.	
Preclinical	 research	 includes	 pharmacology,	 toxicology,	
pharmacokinetics,	 and	 pharmacodynamics	 studies.	
Pharmacokinetics	 is	 the	 study	 of	 drug	 absorption,	 distribution,	
metabolism,	 and	 excretion	 (AMDE).	 Pharmacodynamics	 is	 the	
study	 of	 the	 biochemical	 and	 physiological	 effects	 of	 drugs	 on	
the	body.		A	successful	drug	candidate	will	be	further	studied	in	
clinical	 trials	 with	 human	 subjects.	 In	 the	 past	 15	 years,	 the	
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traditional	clinical	development	program,	consisting	of	Phase-1	
through	Phase-3	clinical	trials,	has	noticeably	shifted	to	a	more	
efficient,	 accelerated	 adaptive	 design	 paradigm.	 A	 drug	
candidate	that	is	clinically	proven	to	be	safe	and	efficacious	will	
be	 approved	 for	 marketing	 and	 made	 available	 to	 patient	
populations	(Chang	et	al.,	2019).		
	
Pharmacovigilance	 is	drug	safety	monitoring,	ensuring	that	 the	
drug	does	not	cause	excessive	safety	issues	in	clinical	trials	and	
after	 marketing.	 Healthcare	 here	 refers	 to	 disease	 diagnosis,	
prevention,	 treatment,	 and	 ensuring	 the	 use	 of	 prescription	
drug	 and	 health	 technology	 that	 is	 in	 the	 best	 interest	 of	
patients.	
	
The	development	of	 a	 new	drug	or	 biologic	 is	 a	 long,	 complex,	
and	expensive	process	which	typically	takes	10	to	12	years	from	
a	 drug’s	 discovery	 to	 its	 commercialization.	 To	 shorten	 the	
development	 lifecycle	 and	 increase	 the	 probability	 of	 success,	
innovative	approaches	such	as	AI	and	adaptive	trial	design	have	
been	used	since	the	late	1990s,	long	before	the	most	recent	AI	
wave.		
	
AI	Research	and	Applications	in	Medical	Science	can	be	grouped	
into	four	major	areas:	

1. Quantitative	structure-activity	relationships	(QSARs)	
2. Disease	modeling	and	surveillance	
3. Clinical	trials	and	pharmacovigilance		
4. Disease	diagnosis	and	medical	record	processing	for	

healthcare		
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7.2	AI	for	QSARs	and	De	Novo	Drug	Design		
Drug	 discovery	 protocols	 in	 the	 pharmaceutical	 industry	 have	
for	 many	 years	 mainly	 relied	 on	 high-throughput	 screening	
(HTS)	 methods	 for	 rapidly	 ascertaining	 the	 biological	 or	
biochemical	activity	of	a	large	number	of	drug-like	compounds.	
With	high-throughput	 virtual	 screening	 (HTVS),	 those	methods	
involving	 quantitative	 structure-activity	 relationships	 (QSARs)	
have	 proved	 their	 applicability	 in	 modern	 drug	 discovery	
protocols.	The	notion	behind	QSARS	is	that	similarly	structured	
compounds	 will	 have	 similar	 activities	 (efficacy	 and	 toxicity).	
Thus,	 identifying	 compounds	 with	 similar	 structures	 and	
bringing	them	to	the	preclinical	and	clinical	phases	will	increase	
the	 probability	 of	 success	 and	 reduce	 the	 development	 cost.	
Various	AI	methods	have	been	used	in	discovering	QSARs	from	
biological	data	related	to	designed	molecules.	
	
Deep	 learning	 neural	 networks	 have	 been	 used	 for	 predicting	
the	 activity	 of	 ligands	 and	 in	 designing	 new	 drugs	 as	 was	
discussed	 in	 Chapter	 3.	 Further	 examples	 of	 studies	 include:	 a	
fast	 learning	 algorithm	 used	 for	 deep	 belief	 nets	 for	 drug	
discovery,	 an	ANN	with	 adjustment	 of	 the	 relative	 importance	
of	 descriptors	 to	 identify	 drug-like	 ligands,	 multi-task	 neural	
networks	 for	 QSAR	 predictions,	 RNNs	 and	 LSTMs	 for	 De	 Novo	
Drug	Design,	and	a	novel	deep	learning-based	virtual	screening	
(VS)	method.	Ghasemi	et	 al.	 (2018)	provided	a	good	 review	of	
neural	 networks	 and	 deep-learning	 algorithms	 used	 in	 QSAR	
studies.	
	
Matching	 molecular	 profiles	 of	 disease	 and	 drug	 expression	
profiles	 can	 be	 resembled	 disease-disease,	 drug-drug	 and	
disease-drug	networks.	Biological	relevance	is	established	when	
at	 least	one	of	 the	 three	 following	 criteria	 is	met:	 (1)	 the	new	
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targets	 contribute	 to	 the	primary	 activity	 of	 the	drug;	 (2)	 they	
mediate	 drug	 adverse	 effects;	 or	 (3)	 they	 are	 unrelated	 by	
sequence,	 structure	 and	 function	 to	 the	 canonical	 targets.	 A	
method	 purely	 based	 on	 topology	 measures	 of	 gene-disease-
drug	networks	to	predict	drug-disease	associations	is	used	for	a	
drug	 by	 mining	 data	 on	 the	 properties	 of	 a	 drug-disease	
bipartite	 network.	 There	 are	 two	 different	 ways	 the	 network	
similarity	 measure	 can	 be	 used:	 (1)	 if	 a	 drug	 interacts	 with	 a	
target,	 then	 other	 drugs	 similar	 to	 the	 drug	 will	 be	
recommended	 to	 the	 target,	 and	 (2)	 if	 a	 drug	 interacts	with	 a	
target,	 then	 the	 drug	 will	 be	 recommended	 to	 other	 targets	
with	similar	sequences	to	the	target.		
	
Guney	et	al.	 (2016)	developed	a	network-based	method	based	
on	 a	 new	 proximity	 measure	 that	 combines	 six	 different	
topological	 measures	 and	 uses	 topological	 structures	 called	
“disease	modules.”	Menche	et	al.	(2015)	investigated	a	disease	
module	formed	by	genes	associated	with	a	given	disease.	Zhou	
et	 al	 (2010)	 and	 Chen	 et	 al	 (2015)	 proposed	 methods	 purely	
based	 on	 topology	 measures	 to	 predict	 drug-disease	
associations.	 There	 are	 two	 different	 ways	 the	 network	
similarity	 measure	 can	 be	 used:	 (1)	 if	 a	 drug	 interacts	 with	 a	
target,	 then	 other	 drugs	 similar	 to	 the	 drug	 will	 be	
recommended	 to	 the	 target,	 and	 (2)	 if	 a	 drug	 interacts	with	 a	
target,	 then	 the	 drug	 will	 be	 recommended	 to	 other	 targets	
with	 similar	 sequences	 to	 the	 target.	 Vanhaelen	 et	 al.	 (2017)	
made	further	improvements	on	these	methods.	

In	 a	 news	 report	 at	www.europeanpharmaceuticalreview.com,	
DSP-1181,	 a	 molecule	 of	 the	 drug	 for	 OCD	 (obsessive-
compulsive	 disorder)	 treatment	 was	 created	 by	 AI	 technology	
through	 international	 joint	 efforts.	 It	 took	 a	 single	 year,	 while	
pharmaceutical	 companies	 usually	 spend	 about	 five	 years	 on	
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similar	projects.	DSP-1181	as	a	drug	candidate	was	accepted	for	
a	human	trial.	Despite	the	exciting	news,	the	success	rate	for	a	
candidate	 to	 obtain	marketing	 approval	 is	 only	 about	 10%,	 as	
shown	in	Chapter	6.		

Other	 AI	 methods	 used	 for	 drug	 discovery	 include	 Kernel	
Methods.	Support	vector	machines,	 (SVMs)	as	a	special	case	of	
kernel	methods,	 have	 been	 used	 in	 protein	 remote	 homology	
detection,	 protein	 structural	 classification,	 and	 DNA-binding	
protein	 prediction.	 Combining	 the	 SVM	 approach	with	 pseudo	
amino	acid	composition	descriptors	to	classify	anti-HIV	peptides	
as	 immunoglobulin	 and	 non-immunoglobulin-based	 structures,	
researchers	 have	 improved	 prediction	 accuracy	 to	 96.76%	
(Poorinmohammad	et	al.,	2014).	

Decision	 trees	 (DTs)	 are	 a	 transparent	 and	 interpretable	
machine-learning	strategy.	Upscale	versions	of	DTs,	 random	
forest	(RF)	algorithms,	have	been	widely	used	for	bioactivity	
classification,	 toxicity	 modeling,	 protein-ligand	 binding	
affinity	 prediction,	 and	 drug	 target	 identification,	 among	
other	purposes.	For	instance,	a	DT	model	incorporated	a	data	
set	with	227,093	potential	drug	candidates	and	39	potential	
vehicles	 to	 predict	 the	 toxicity	 relief	 of	 drugs	 by	 specific	
vehicles.	Researchers	have	used	 the	RF	method	 to	model	 the	
protein-ligand	 binding	 affinity	 between	 protein-ligand	 pairs	
from	 170	 complexes	 of	 HIV-1	 proteases,	 110	 complexes	 of	
trypsin,	and	126	complexes	of	carbonic	anhydrase	(Mistry	et	al.,	
2016).		
	
Linear	 discriminant	 analysis	 (LDA)	 has	 been	 used	 to	 predict	
drug-drug	 interactions,	 identify	 new	 compounds,	 and	 detect	
adverse	 drug	 events.	 In	 one	 study	 (Weidlich	 et	 al.,	 2013),	 K-
nearest	neighbor	methods	were	used	to	identify	antiviral	drugs	
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with	 a	 training	 set	 of	 679	 drug-like	 molecules	 and	 to	 predict	
other	bioactivities	of	drug-like	molecules).		

 

7.3 AI for Disease Modeling and 
Surveillance 
AI	 technologies	 can	 be	 used	 for	 analysis	 of	 genome-wide	
screens,	 identifying	 proteins	 involved	 in	 regulating	 cell	 cycles,	
discovery	 of	 next-generation	 therapies	 against	 cancer,	 and	
modeling	infectious	diseases.	

AI	in	Cancer	Prediction	Using	Microarray	Data	

Cancer	is	a	serious	worldwide	health	problem	usually	associated	
with	 genetic	 abnormalities.	 These	 abnormalities	 can	 be	
detected	 using	 microarray	 techniques	 that	 measure	 the	
expression	 and	 the	 activity	 of	 thousands	 of	 genes.	Microarray	
technology	 is	 a	 commonly	 used	 tool	 for	 analyzing	 genetic	
diseases.	However,	 the	high	dimensionality	of	 gene	expression	
profiles	 makes	 it	 challenging	 to	 use	 such	 data	 for	 cancer	
detection.	 AI	 methods	 have	 been	 used	 for	 (1)	 dimension	
reduction,	 i.e.,	 selecting	 or	 creating	 the	 most	 relevant	
discriminating	 features	 and	 eliminating	 the	 non-relevant	
dependent	 features	 in	a	step	prior	 to	prediction;	 (2)	predicting	
the	existence	of	cancer,	cancer	type	or	the	survivability	risk;	and	
(3)	clustering	for	unlabeled	samples.	Recently,	researchers	used	
a	deep	learning	network	with	three	hidden	layers	and	testing	on	
two	 different	 datasets	 for	 breast	 and	 lung	 cancer	 involving	 15	
genes,	achieving	94%	accuracy	(Mandal	et	al.,	2013).	

AI	for	Modeling	Infectious	Disease	
Infectious	 diseases	 are	 caused	 by	 pathogenic	 microorganisms	
such	as	bacteria,	viruses,	parasites,	and/or	fungi.	Diseases	such	
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as	HIV	and	Covid-19	can	be	symptomatic	or	asymptomatic.	The	
spread	of	 infectious	diseases	 can	occur	across	different	 spaces	
through	physical	contact,	sneezing,	or	coughing.		

Diagnosis	is	an	important	step	in	blocking	disease	transmission.	
For	 instance,	 in	 response	 to	 the	 Covid-19	 pandemic,	 at	 some	
airport	terminals,	AI	temperature	check	systems	are	now	often	
implemented	 to	 improve	 surveillance	 of	 the	 virus.	 A	 similar	
system	 was	 developed	 to	 detect	 infected	 patients	 using	 vital	
signs	 (respiration	 rate,	 heart	 rate,	 and	 facial	 temperature)	 and	
successfully	 classify	 individuals	at	higher	 risk	 for	 influenza.	The	
system	 uses	 a	 neural	 network	 and	 fuzzy	 clustering	 methods	
(Sun	et	al.,	2015).	In	fuzzy	clustering,	a	fuzzifier	is	characterized	
by	its	degree	of	belonging	to	a	cluster	in	terms	of	the	centroid’s	
position	 in	 the	 cluster.	 As	 such,	 each	 point	 can	 belong	 to	
multiple	 clusters.	 This	 demonstrates	 the	 ability	 to	 develop	
effective	methods	for	identifying	populations	at	risk.	Because	of	
the	 lengthy	 process	 needed	 to	 have	 a	 final	 decision	 regarding	
diagnosis,	early	 indicators	of	 the	 infections	were	sought.	There	
exist	systems,	such	as	the	artificial	 immune	recognition	system	
(AIRS),	 for	 diagnosing	 various	 diseases..	 AIRS	 was	 developed	
using	 the	 human	 immune	 system’s	 features.	 The	 role	 of	 the	
immune	 system	 is	 to	 recognize	 threats	 and	 keep	 these	 in	
memory.	 Immunological	 memory	 is	 probably	 the	 most	
important	feature	of	immunity,	as	it	allows	us	to	better	respond	
when	 the	 threat	 (infectious	 agent)	 is	 encountered	 a	 second	
time.	 This	 is	 in	 line	with	 developing	 AI	 tools	 based	 on	 human	
cognitive	 function;	 the	 only	 difference	 here	 is	 the	 fact	 that	
intelligence	 is	 decentralized	 to	 the	 periphery	 (Cuevas	 et	 al.,	
2012).	 Several	 machine	 learning	 algorithms	 were	 applied	 to	
improve	malaria	 diagnostic	 capacity	 and	 the	model	 trained	 by	
the	 SVM	 showed	 the	 best	 accuracy	 of	 97.5%	 in	 separating	
healthy	 from	infected	RBCs.	This	AI	methodology	 is	simple	and	



AI for Drug Development and Well-Being 

92 

does	not	require	complex	blood	sample	processing	(Agrebi	and	
Larbi,	2020).		

Researchers	 are	 deploying	 machine	 learning	 techniques	 for	
envisioning	spatio-temporal	risk	patterns	of	infectious	diseases.	
Network-based	 AI	 can	 model	 and	 infer	 disease	 diffusion	
patterns	 for	 emerging/re-emerging	 diseases	 and	 their	
underlying	 transmission	 dynamics.	 The	 learning	 is	 in	
determining	 the	 weights	 or	 the	 diffusion	 coefficients	 in	 the	
diffusion	network.	The	models	will	enable	us	to	understand	the	
underlying	pathways	 as	well	 as	 hidden	 impact	 factors,	 such	 as	
ecological,	 environmental,	 biological,	 socio-economic,	 and	
behavioral	 factors.	 Ultimately,	 such	 models	 will	 help	 public	
health	authorities	to	detect,	monitor	and	control	disease	spread	
or	epidemic	outbreaks	in	a	timely	fashion.	

	
7.4 AI for Clinical Trials and 
Pharmacovigilance 
A	phase	3	confirmatory	trial,	usually	involving	large	numbers	of	
patients,	is	the	most	expensive	phase	in	drug	development.	The	
number	 of	 patients	 required	 to	 have	 a	 high	 probability	 of	
proving	statistical	significance	mainly	relates	to	the	effect	size	in	
comparison	to	the	control	group.	Since	the	control	group	has	to	
be	 chosen	 to	 have	 the	 best	 treatment	 (drug)	 in	 the	 market,	
finding	better	drugs	becomes	more	difficult	as	the	control	group	
response	evolves	so	that	the	potential	margin	for	improvement	
(treatment	 effect	 size)	 diminishes	 over	 time.	 A	 smaller	 effect	
size	demands	a	larger	sample	size	for	the	confirmatory	trial.		
	
Realizing	 the	 increasing	 challenges	 in	 drug	 development,	
regulatory	 authorities	 have	 issued	 guidance	 for	 adaptive	 trials	
and	 the	 use	 of	 real	 world	 data.	 The	 US	 FDA	 recently	 moved	
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toward	 a	 new,	 tailored	 review	 framework	 for	 artificial	
intelligence-based	 medical	 devices	 (Gottlieb,	 April	 2019).	
Indeed,	 it	 has	 required	 a	 paradigm	 shift	 to	 overcome	 the	
challenges	successfully:	(1)	a	focus	on	prediction	of	drug	effects	
(efficacy	and	safety)	 instead	of	 type-I	error	control,	 (2)	 smaller	
clinical	trials	focusing	on	precision	medicine	with	possible	use	of	
adaptive	 designs,	 (3)	 synergizing	 trial	 data	 with	 real	 word	
evidence	and	other	relevant	data	sources,	and	(4)	stage-wise	or	
adaptive	 marketing	 authorization	 combined	 with	 enhanced	
pharmacovigilance.	In	all	these,	the	key	is	prediction	leveraging	
the	 power	 of	 AI	 or	 ML.	 	 The	 current	 AI	 methods,	 particularly	
deep	 learning,	 usually	 require	 big	 data	 to	 be	 effective,	 while	
clinical	 trial	 data	 for	 a	 disease	 is	 often	 limited.	 A	 possible	
solution	 is	 to	 combine	 clinical	 trial	 data	 with	 real-world	
experiences	by	means	of	data	fusion.	This	remains	challenging.	
Because	 of	 the	 heterogeneity	 of	 the	 data	 sources,	 new	 AI	
methods	such	as	SBML,	that	can	synergize	evidence	objectively	
and	 can	 be	 applied	 to	 non-big	 data,	 are	 critical	 (Chang,	 2020;	
Hwang,	2020).	
	
In	SMBL,	the	key	is	to	determine	the	normalized	similarity	score	
between	 subjects.	 Since	 different	 attributes	 (such	 as	 age,	
gender,	 weight)	 play	 different	 roles	 in	 the	 similarity	 score,	
attribute-scaling	 factors	 are	 used	 to	 reflect	 the	 relative	
importance	of	each	attribute.	This	is	accomplished	during	model	
training	 with	 the	 gradient	 method.	 Here	 we	 see	 a	 distinction	
between	 the	 traditional	 statistical	 modeling	 and	 SBML:	 the	
former	 is	 directly	 seeking	 the	 relationship	 between	 attributes	
(predictors)	 X	 and	 outcome	 Y,	 while	 the	 latter	 is	 seeking	 the	
relationship	 between	 outcomes,	 Ys,	 of	 different	 subjects,	 and	
indirectly	 relates	 the	 attributes	 X.	 In	 SBML,	 information	 from	
very	different	subjects	is	virtually	ignored.	This	learning	method	
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can	help	the	doctor	to	predict	the	drug	effect	on	individuals	and	
better	 prescribe	 medicines.	 SBML	 was	 used	 for	 cystic	 fibrosis	
(CF),	 showing	 a	 large	 improvement	 in	 precision	 compared	 to	
several	 other	 methods	 (Chang,	 2020).	 CF	 is	 a	 rare,	 inherited,	
autosomal	 recessive	 genetic,	 life-threatening	 disorder	 that	
causes	exocrine	glands	to	work	incorrectly.		
	
In	 reinforcement	 learning,	Markov	Chain	Monte	Carlo	 (MCMC)	
and	 stochastic	 decision	 processes	 (SDPs)	 are	 commonly	 used	
tools.	Researchers	use	MCMC	and	SDPs	for	clinical	development	
program	optimization	(Chang,	2012;	Chang	et	al.,	2019).		
	
Statisticians	play	 important	roles	 in	clinical	trials,	 including	trial	
design,	 statistical	 analysis,	 and	 statistical	 programming	 for	 the	
trial	 data.	 	 The	 heavy	 tasks	 of	 statistical	 programming	 are	
usually	performed	by	trained	SAS	programmers.	SAS	(Statistical	
Analysis	System)	is	popular	software	used	in	the	pharmaceutical	
industry,	but	it	is	not	user-friendly	as	it	is	coding-based,	not	GUI-
based	software.	WinGSASTM	is	an	automatic	SAS	code	generator	
developed	 by	 Mark	 Chang	 (1996)	 that	 allows	 statisticians	
without	SAS	knowledge	to	generate	SAS	code	according	to	 the	
statistical	 analysis	 plan.	 With	 WinGSAS,	 a	 statistician	 can	
generate	the	required	SAS	code	with	a	button-click	at	the	time	
when	he/she	 is	 finishing	 the	 table	 shells	 for	 statistical	 analysis	
plan,	 performing	 the	 statistician’s	 and	 the	 programmer’s	 tasks	
at	 the	 same	 time,	 greatly	 improving	 the	 work	 efficiency.	 	 A	
similar	product	called	SAPmaker	was	developed	by	ClinTrialStat	
in	2005.		
	
Pharmacovigilance	 (PV),	 also	 known	 as	 drug	 safety,	 is	 the	
pharmacological	 science	 relating	 to	 the	 collection,	 detection,	
assessment,	monitoring,	and	prevention	of	adverse	effects	with	
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pharmaceutical	 products.	 Examples	 of	 AI	 being	 developed	
within	 PV	 include	 auto-narrative	 generation,	 narrative	 analysis	
(including	 case	 extraction	 and	 creation),	 and	 causality	
assessment.	 In	these	examples,	AI	 is	being	used	to	significantly	
reduce	case	processing	costs.	With	the	emergence	of	electronic	
health	 records,	 researchers	 are	 exploring	 AI	 techniques	 to	
develop	 disease	 models	 and	 probabilistic	 clinical	 risk	
stratification	models			based	on	clinical	pathways	(Huang	et	al.,	
2015;	Zhang	et	al.,	2015).		
	
Text	 mining	 techniques	 have	 also	 been	 combined	 with	 rule-
based	 and	 certain	machine-learning	 classifiers,	 such	 as	 the	 US	
Vaccine	 Adverse	 Event	 Reporting	 System.	 Many	 researchers	
focus	 on	 extracted	 information	 from	 multiple	 sources	 for	
different	purposes,	 including	detection	of	patient	safety	events	
from	 patient	 records.	 Others	 have	 focused	 on	 developing	
and/or	improving	approaches	using	natural	language	processing	
to	recognize	and	extract	 information	from	various	medical	text	
sources.	 This	 includes	 patient	 records,	 drug-drug	 interactions	
reported	 in	 the	 biomedical	 literature,	 drug	 labels,	 scientific	
publications,	and	disease	information	in	emergency	department	
free-text	 reports.	Natural	 language	processing	techniques	have	
also	 been	 applied	 to	 the	 extraction	 of	 information	 on	 adverse	
drug	reactions	from	the	growing	amounts	of	unstructured	data	
available	 via	 the	 discussion	 and	 exchange	 of	 health-related	
information	 between	 health	 consumers	 on	 social	media	 (Yang	
et	al.,	2015;	Schmider	et	al.,	2019;	Segura	and	Martinez,	2015).	
	
AI	 technologies	have	been	 implemented	for	pharmacovigilance	
in	 big	 pharmaceutical	 companies	 such	 as	 Pfizer	 and	 Bayer,	
though	 they	 are	 still	 in	 their	 early	 stages.	 Pfizer's	 AI	 pilot	was	
undertaken	 to	 test	 the	 feasibility	 of	 using	 AI	 and	 robotic	
processes	to	automate	the	processing	of	adverse	event	reports.	
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The	 pilot	 paradigm	was	 used	 to	 simultaneously	 test	 proposed	
solutions	 of	 three	 commercial	 vendors.	 Several	 different	
machine-learning	algorithms	were	used	to	extract	data	from	the	
digitized	 documentation:	 (1)	 table	 pattern	 recognition	 for	
predicting	 if	 a	 specific	 table	 cell	 contained	 a	 certain	 type	 of	
information	of	interest	(e.g.,	patient	name	or	case	narrative),	(2)	
sentence	classification	for	predicting	if	a	sentence	within	a	case	
narrative	was	 related	 to	AEs,	and	 (3)	named	entity	 recognition	
used	to	predict	AEs	at	a	token	level.		
	
7.5 AI for Healthcare 
Paradigm	Shift	

Artificial	 intelligence	 is	bringing	a	paradigm	shift	 to	healthcare.	
The	 increasing	 availability	 of	 healthcare	 data	 and	 rapid	
development	of	big	data	(structured	and	unstructured)	analytic	
methods	have	made	possible	the	recent	successful	applications	
of	 AI	 in	 healthcare.	 In	 addition	 to	 the	 popular	 deep	 learning	
neural	 network	 approaches	 for	 structured	 data,	 natural	
language	 processing	 for	 unstructured	 data,	 such	 as	 physicians'	
notes,	also	is	of	great	value	in	healthcare.	
	
To	provide	additional	context,	a	Johns	Hopkins	research	review	
of	 25	 years	 of	 malpractice	 claims	 payouts	 in	 the	 U.S.	 showed	
that	 diagnostic	 error	 claims	 had	 a	 higher	 occurrence	 in	
outpatient	 settings	 (68.8	 percent)	 vs.	 inpatient	 settings	 (31.2	
percent).	Total	payouts	over	the	25-year	period	amounted	to	a	
substantial	 sum	 of	 $38.8	 billion.	 To	 address	 these	 challenges,	
many	 researchers	 and	 companies	 are	 leveraging	 artificial	
intelligence	to	improve	medical	diagnostics.		As	one	measure,	in	
vitro	 diagnostics	 (IVD)	 market	 size	 is	 projected	 to	 reach	 $76	
billion	 by	 2023.	 The	 aging	 population,	 prevalence	 of	 chronic	
diseases,	 and	 emergence	 of	 personalized	 medicine	 are	
contributing	 factors	 to	 this	 growth.	 National	 health	
expenditures	 are	 estimated	 to	 have	 reached	 $3.4	 trillion	 in	
2016,	 and	 the	 health	 share	 of	 the	 GDP	 is	 projected	 to	 reach	
nearly	20	percent	by	2025	(Tehrani	et	al.,	2013).		
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There	are	an	increasing	number	of	AI	applications	in	healthcare,	
though	many	more	 improvements	 still	 need	 to	be	made.	Here	
are	some	recent	advances:	
	

1. AI-chatbots	equipped	with	speech	recognition	capability	
are	 used	 to	 identify	 patterns	 in	 patient	 symptoms	 to	
form	 a	 potential	 diagnosis,	 prevent	 disease,	 and	
recommend	appropriate	courses	of	action.	

2. AI	 systems	 featuring	 facial	 recognition	 and	 machine	
learning	 are	 used	 to	 help	 clinicians	 diagnose	 rare	
diseases.	 Patient	 photos	 are	 analyzed	 using	 facial	
analysis	 and	 deep	 learning	 to	 detect	 phenotypes	 that	
correlate	with	rare	genetic	diseases.	

3. The	 UK	National	 Health	 Service	has	 used	
Google's	DeepMind	platform	 to	 detect	 certain	 health	
risks	 through	 data	 collected	 via	 a	 mobile	 app	 and	
develop	computer	vision	algorithms	to	detect	cancerous	
tissues.	

4. The	 cloud-based	 CC-Cruiser	 is	 an	 AI	 platform	 with	 a	
front-end	 data	 input	 and	 back-end	 clinical	 actions.	 CC-
Cruiser	 is	 an	 AI	 agent	 involving	 three	 functional	
networks:	 (1)	 identification	 networks	 for	 screening	 for	
CC	 in	 populations,	 (2)	 evaluation	 networks	 for	 risk	
stratification	 among	 CC	 patients,	 and	 (3)	 strategist	
networks	 to	 assist	 in	 treatment	 decisions	 by	
ophthalmologists.	

5. In	 telemedicine,	 AI	 can	 be	 used	 to	 monitor	 patients,	
allowing	 the	 communication	 of	 information	 to	
physicians	 when	 possible	 disease	 activity	 may	 have	
occurred.	 A	 wearable	 device	 may	 allow	 for	 constant	
monitoring	of	a	patient.	

	
Deep	Learning	for	Medical	Image	Analysis	

The	Institute	of	Medicine	at	the	National	Academies	of	Science,	
Engineering	 and	 Medicine	 reports	 that	 diagnostic	 errors	
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contribute	 to	 approximately	10	percent	of	patient	deaths,	 and	
account	for	6	to	17	percent	of	hospital	complications	(Balogh	et	
al.,	 2015).	 The	 cause	 of	 diagnostics	 errors	 is	 attributed	 to	 a	
variety	of	factors,	including	information	technology.	
	
For	 radiologic	 images,	 trained	 experts	 traditionally	 determine	
the	precise	 location	 and	extent	 of	 the	 abnormality.	 Such	hand	
annotation	 by	 an	 expert	 is	 time-consuming	 and	 expensive.	
Appropriate	AI	applications	 in	medical	 image	processing	can	
reduce	the	cost	and	misclassification	errors.	Among	the	many	
AI	 applications	 in	 radiology	 are	 medical	 image	 segmentation,	
registration,	 digital	 health	 records,	 computer-aided	 detection	
and	 diagnosis,	 brain	 function	 or	 activity	 analysis,	 neurological	
disease	 diagnosis	 from	 FMR	 images,	 content-based	 image	
retrieval	 systems	 for	 CT	 or	 MRI	 images,	 and	 text	 analysis	 of	
radiology	reports	using	NLP,	epidemic	outbreak	prediction,	and	
surgical	robotics.		
	
Segmentation	 is	 a	 process	 of	 dividing	 an	 image	 into	 multiple	
non-overlapping	 regions	 based	 on	 specific	 criteria,	 i.e.,	 sets	 of	
pixels	or	 intrinsic	 features	 such	as	 color,	 contrast,	and	 texture,	
for	 the	 extraction	 of	 meaningful	 data.	 Such	 information	
extraction	 involves	 shape,	 volume,	 the	 relative	 positions	 of	
organs,	 and	 any	 detected	 abnormalities.	 For	 instance,	 a	 brain	
tumor	segmentation	algorithm	is	used	 in	cascaded	deep	CNNs,	
and	 a	 different	 method	 for	 segmentation	 of	 glioma	 tumors	 is	
used	in	deep	CNNs.	
	
In	 medical	 applications,	 the	 commonly	 used	 deep	 learning	
algorithms	 include	 CNNs,	 RNNs,	 and	 DBNs.	 CNNs	 have	 been	
recently	 implemented	 in	 medicine	 to	 assist	 disease	 diagnosis,	
such	as	the	detection	of	referable	diabetic	retinopathy	through	
retinal	 fundus	 photographs.	 The	 resulting	 sensitivity	 and	
specificity	of	 the	algorithm	are	both	over	90%.	A	CNN	has	also	
been	 used	 to	 diagnose	 congenital	 cataract	 disease	 by	 learning	
ocular	 images	 with	 90%	 accuracy	 in	 diagnosis	 and	 treatment	
recommendations,	 and	 to	 identify	 skin	 cancer,	 achieving	 over	
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90%	 sensitivity	 and	 specificity	 in	 the	 diagnosis	 of	 malignant	
lesions	 and	 benign	 lesions	 (Gulshan	 et	 al.,	 2016;	 Esteva	 et	 al.,	
2017;	Chang,	2020).		
	
In	 the	 diagnosis	 and	 classification	 of	 lung	 disease,	 CNNs	 are	
used	 in	 conjunction	 with	 two	 databases	 of	 interstitial	 lung	
diseases	 (ILDs)	 and	 CT	 scans.	 The	 network	 is	 trained	 by	 using	
14,696	 image	 patches	 derived	 from	 the	 original	 scan	 with	 a	
classification	accuracy	of	85.5%	(Anthimopoulos	et	al.,	2016).	A	
deep	 learning	 method	 based	 on	 convolutional	 classification	 is	
used	 for	 lung	 texture	classification.	Breast	cancer	 is	one	of	 the	
most	 common	 types	 of	 cancer	 affecting	 the	 lives	 of	 women	
worldwide.	 Recent	 statistical	 data	 published	 by	 the	 World	
Health	 Organization	 (WHO)	 estimates	 that	 23%	 of	 cancer-
related	cases	and	14%	of	cancer-related	deaths	among	women	
are	due	to	breast	cancer.	An	AI	system	that	can	analyze	breast	
lesions	 using	mammograms	 usually	 comprises	 three	 steps:	 (1)	
lesion	 detection,	 (2)	 lesion	 segmentation,	 and	 (3)	 lesion	
classification.			
	
Cardiovascular	 disease	 is	 the	 number	 one	 cause	 of	 death	 in	
developed	countries	and	it	claims	more	lives	each	year	than	the	
next	seven	 leading	causes	of	death	combined.	Various	 imaging	
modalities,	 such	 as	 computed	 tomography	 (CT),	 magnetic	
resonance	 imaging	 (MRI),	ultrasound,	and	nuclear	 imaging,	are	
widely	 available	 technologies	 used	 in	 clinical	 practice	 to	
generate	images	of	the	heart.	
	
Cardiovascular	 structures	 are	 composed	 of	 the	 heart	 (cardiac	
chambers	and	valves)	and	vessels	(arteries	and	veins).	A	cardiac	
image	 analysis	 involves	 detection,	 segmentation,	 motion	
tracking,	 quantification,	 and	 disease	 diagnosis.	 Deep	 learning	
networks	 have	 recently	 been	 used	 in	 left/right	 ventricle	
segmentation	and	retinal	vessel	segmentation.		
	
Stroke	 is	 a	 common	 and	 frequently	 occurring	 disease	 that	
affects	more	 than	500	million	people	worldwide.	The	major	AI	
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applications	 in	 stroke	 care	 include:	 early	 disease	 diagnosis,	
prognosis,	and	treatment	recommendation.	Stroke,	around	85%	
of	 the	 time,	 is	 caused	 by	 a	 thrombus	 in	 a	 blood	 vessel	 in	 the	
brain	leading	to	a	cerebral	infarction.	However,	due	to	a	lack	of	
detection	 of	 early	 stroke	 symptoms,	 only	 a	 few	 patients	 can	
receive	 timely	 treatment.	 A	 SVM	 is	 used	 to	 interpret	 resting-
state	 functional	 MRI	 data.	 The	 SVM	 correctly	 classifies	 stroke	
patients	with	87.6%	accuracy	in	a	study	Rehme	et	al	(2015).		

Natural	Language	Processing	in	Medical	Records	

In	addition	to	structured	data,	such	as	images,	EPs,	and	genetic	
data,	 large	 portions	 of	 clinical	 information	 are	 in	 the	 form	 of	
narrative	 text.	 This	 is	 true	 of	 physical	 examinations,	 clinical	
laboratory	 reports,	 operative	 notes	 and	 discharge	 summaries,	
most	 of	 which	 are	 unstructured	 and	 incomprehensible	 for	
computer	 programs.	 In	 such	 situations,	 NLP	 is	 used	 to	 extract	
information	 from	 the	 narrative	 text	 to	 assist	 clinical	 decision-
making.	
	
An	 NLP	 pipeline	 comprises	 two	 main	 components:	 text	
processing	and	classification.	Through	 text	processing,	 the	NLP	
agent	 identifies	 a	 series	 of	 disease-relevant	 keywords	 in	 the	
clinical	 notes	 based	 on	 historical	 databases.	 Then	 a	 subset	 of	
the	keywords	is	selected	through	examining	their	effects	on	the	
classification	of	 the	normal	 and	abnormal	 cases.	 The	 validated	
keywords	then	enter	and	enrich	the	structured	data	to	support	
clinical	 decision-making.	 NLP	 has	 been	 used	 to	 automatically	
monitor	 laboratory-based	 adverse	 effects	 and	 to	 extract	
peripheral	 arterial	 disease-related	 keywords	 from	 narrative	
clinical	notes,	achieving	over	90%	accuracy	 (Miller	et	al.,	2017;	
Afzal	 et	 al.,	 2017).	 NLP	 has	 also	 been	 used	 to	 identify	 14	
cerebral	aneurysm	disease-associated	variables	in	sets	of	clinical	
notes	 (Castro	 et	 al.,	 2017).	 The	 resulting	 variables	 are	
successfully	used	to	classify	normal	patients	with	95%	accuracy	
and	the	patients	with	cerebral	abnormalities	with	86%	accuracy.		
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7.6 Summary 
AI	 technology	 is	 transforming	medical	 science	and	 the	practice	
of	medicine.	Machine	 learning	shifts	drug	discovery	away	from	
the	 inefficient	 irrational	 method	 toward	 the	 efficient	 rational	
paradigm	 based	 on	 QSARs.	 AI	 can	 be	 used	 for	 better	
understanding	 disease	 mechanisms.	 In	 drug	 development,	 AI	
technologies	 such	 as	 SBML	 allow	 smaller	 clinical	 trials	 for	 rare	
diseases	 and	 precision	 medicine.	 The	 increasing	 availability	 of	
healthcare	 data	makes	 possible	 new	AI	 applications	 in	 disease	
diagnosis	 and	 prognosis	 and	 better	 prescription	 of	 medicines.	
Figure	7.1	is	a	glance	at	AI	applications	in	medicine.		
	
However,	despite	the	great	achievements	of	AI	in	medical	fields,	
deep	 learning	 AI	 for	 medicine	 faces	 significant	 obstacles.	
Because	 of	 the	 general	 complexities	 in	 the	 mechanisms	 of	
action	 of	 drugs,	 the	 vast	 number	 of	 chemical	 compounds	
(existing	 and	 yet	 to	 be	 designed),	 the	 infinite	 possible	
configurations	 of	 protein	 folding	 structures,	 the	 frequently	
associated	 safety	 issues	 with	 efficacious	 compounds,	 the	
heterogeneous	 patient	 characteristics	 in	 many	 disease	 areas,	
and	 because	 of	 the	 large	 number	 of	 possible	 treatment	
regimens	 (doses	 and	 routes),	 the	 data	 available	 for	 drug	
development	and	precision	medicine	are	 relatively	 small	when	
compared	 to	 what	 is	 needed	 for	 deep	 learning	 AI.	 Therefore,	
the	 combination	 of	 dimension	 reduction	 with	 unsupervised	
learning	 and	 prediction	 with	 supervised	 learning	 is	 a	 viable	
approach	 to	 complex	 problems	 in	 drug	 development.	
Alternatively,	AIs	such	as	SBML,	without	the	requirement	of	big	
data,	 can	 also	 be	 a	 promising	 area	 for	medical	 AI	 research.	 In	
parallel,	given	the	diversity	of	the	source	data,	huge	work	needs	
to	 be	 done	 on	 data	 fusion	 to	 integrate	 structured	 and	
unstructured	 data.	 Data	 integration	 is	 a	 key	 step	 in	 improving	
disease	diagnosis	and	healthcare	management.	And	yet,	with	all	
of	 the	 potential	 applications	 of	 data	 before	 us,	 we	 have	 to	
ensure	patients’	privacy	is	protected.	To	see	the	full	spectrum	of	
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methodological	details	and	applications	of	medical	AI,	you	may	
refer	 to	 the	 book,	Artificial	 Intelligence	 for	Drug	Development,	
Precision	Medicine	and	Healthcare,	by	Chang	(2020).				

	

 
		

Figure	7.1:	A	Snapshot	of	Machine	Learning	Applications	in	
Medical	Fields	
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Chapter 8: Artificial General 
Intelligence 
	

8.1 General Intelligence versus Narrow 
Intelligence 
The	term,	artificial	general	intelligence	(AGI)	was	introduced	by	
Mark	Gubrud	in	1997	in	a	discussion	of	the	implications	of	fully	
automated	military	production	and	operations.	AGI,	also	known	
as	 strong	 AI,	 is	 the	 intelligence	 of	 a	 machine	 that	 could	
successfully	 perform	 any	 intellectual	 task	 that	 a	 human	 being	
can,	 that	 is,	 a	machine	 capable	 of	 experiencing	 consciousness,	
discovery,	 creativity,	 self-awareness	 and	 cognitive	 evolution,	
collaborative	 intelligence,	 and	 even	 the	 creation	 of	 other	 AI	
agents.	Or,	 some	might	 say,	 it	 introduces	 a	 new	 kind	 of	 being	
with	 human-like	 mental	 capabilities.	 Jackson	 (2020)	 provides	
interesting	 discussions	 of	 AGI.	 In	 contrast	 to	 AGI,	 narrow	 (or	
weak)	 AI	 refers	 to	 the	 use	 of	 software	 to	 accomplish	 specific	
problems.	Narrow	AI	does	not	attempt	to	attain	the	full	range	of	
human	 cognitive	 abilities.	 For	 this	 reason,	 the	 performance	 of	
narrow	 AI	 is	 often	more	 efficient	 than	 a	 human’s,	 as	 far	 as	 a	
specific	task	is	concerned.			
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8.2 Purpose of Developing AI 
Our	efforts	are	all	for	a	happier	life,	to	which	there	seems	to	be	
no	big	objection.	But	hard	work	does	not	necessarily	lead	to	the	
happiness	 you	 want.	 Some	 people	 believe	 happiness	 is	 the	
absence	of	striving	for	happiness.	Happiness	is	related	to	health	
and	 prosperity.	 Happiness	 is	 related	 to	 technology	
advancement,	 change	 in	 wealth,	 knowledge	 and	 education.	
Being	happy	is	relative:	it	is	usually	related	to	a	person's	relative	
wealth	in	society	or	social	status.	Happiness	is	inversely	related	
to	the	difference	between	one’s	expectation	and	what	one	gets.	
The	 higher	 the	 expectation,	 the	 less	 likely	 it	 is	 to	 be	 satisfied,	
and	 the	 less	 happiness	 you	may	 find.	 Another	 perspective:	 “If	
you	want	what	 you	 get,	 you	will	 get	what	 you	want.”	 You	 are	
happy	when	you	have	dreams	and	hopes.	How	often	a	person	
feels	happy	is	a	reflection	of	an	individual	trait:	an	optimistic	or	
pessimistic	attitude.	Some	people	say	that	the	purpose	of	life	is	
to	get	the	greatest	happiness;	some	say	the	purpose	of	life	is	to	
live	 longer;	 some	 say	 that	 having	 a	 successful	 life	 is	 a	 balance	
between	 quality	 and	 quantity	 of	 life,	 and	 a	 balance	 between	
long-term	 and	 short-term	 happiness.	 Yet	 others	 say	 that	
happiness	is	the	enjoyment	of	the	process	of	living.		

Despite	 the	 complexity	of	 the	whole	happiness	 issue,	 it	 seems	
that	there	is	little	doubt	that	technological	innovations	will	bring	
us	happiness.	 Is	that	true?	We	develop	technology	 in	the	hope	
of	bringing	more	leisure	time	to	our	lives.	However,	the	results	
are	 often	 the	 opposite:	 we	 repeatedly	 use	 the	 saved	 time	 to	
work	even	harder	–	and	for	longer	hours	–	on	more	challenging,	
more	 advanced	 technological	 innovations!	 We	 promote	 work	
efficiency	 and	 foster	multitasking	 skills.	 All	 these	 appear	 to	 be	
the	enjoyments	of	 tech	 innovation	as	we	hoped,	but	 in	 reality	
we	become	slaves	of	the	innovation.	What	should	matter	to	us	
is	not	how	much	time	we	save,	but	what	we	do	with	the	saved	
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time.		

When	we	have	a	choice	we	 feel	empowered.	Thus,	we	believe	
having	more	choices	 is	better,	but	we	hardly	find	 it	 to	be	true.	
Instead,	 we	 all	 become	 syndromic	 in	 “informational	 obesity”	
and	we	suffer	analysis	paralysis	 in	making	a	choice.	We	cannot	
even	feel	happy	after	having	made	a	good	choice	since	we	tend	
to	feel	a	huge	loss	when	we	are	not	able	to	choose	a	majority	of	
the	options.	To	overcome	this	paralysis,	we	have	developed	AI	
technology	to	make	recommendations	for	us	when,	as	only	one	
example,	we	make	an	online	purchase.	However,	 the	question	
is:	 would	 that	 AI	 bring	 convenience	 and	 create	 better	 choices	
for	us,	or	does	it	take	away	certain	freedoms	of	choice	from	us	
and	make	us	sad?	

Technological	 innovation	 has	 experienced	 exponential	 growth,	
bringing	 prosperity	 to	 society.	 Unfortunately,	 the	 same	
innovation	 is	 also	 a	major	 contributor	 to	 an	 increasingly	 large	
wealth	gap.	This	might	be	the	result	of	competition:	everyone	is	
micro-motivated	and	acts	from	his	or	her	own	perspective.	The	
macro-consequences	 for	 society	 may	 not	 be	 what	 anyone	
wants.	

How	can	we	avoid	all	the	traps	that	await	us	as	we	develop	AI	or	
AGI?	 First,	 AI	 development	 must	 aim	 toward	 a	 simple	 goal:	
helping	 us	 lives	 simpler,	 happier,	 and	 longer	 lives.	 Second,	 as	
with	narrow	AI,	medical	AI	will	provide	great	value	to	the	quality	
and	 spans	 of	 our	 lives.	 Third,	 our	 major	 efforts	 in	 AGI	 and	
robotics	 should	 focus	 on	 solving	 social,	 instead	 of	 technical,	
problems.	AGI	agents	should	be	viewed	as	integral	parts	of	our	
society.	 When	 the	 machines	 are	 treated	 (taught,	 trained)	 as	
humans,	 they	 will	 behave	 like	 humans.	 For	 example,	 as	 the	
aging	 of	 populations	 is	 coming	much	 sooner	 than	we	 thought	
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and	the	impact	 is	bigger	than	we	can	imagine,	AGI	can	provide	
emotional	 assistance	 and	 companionship	 for	 seniors.	 On	 the	
other	 hand,	 I	 cannot	 see	 how	 AI	 advancement	 in	 military	
applications	 can	 make	 us	 live	 healthier,	 happier,	 or	 longer	
lifespans.	 	 Fourth,	 in	 some	 other	 areas	 of	 AI	 or	 technological	
innovation,	 the	 developments	 have	 to	 be	 adjusted	 to	 an	
appropriate	pace	and	must	be	used	properly.	Too	many	or	too	
fast	technological	advances	or	any	misuse	of	AI	technologies	can	
over-stimulate	individual	and	societal	desires,	and	make	today’s	
wealth	gaps	bigger	and	people	unhappier.					

	

8.3 Humans and Human Intelligence 
To	 fully	 comprehend	 AGI,	 it	 is	 necessary	 to	 re-examine	 very	
carefully	the	many	fundamental	concepts	–	instead	of	assuming	
that	everyone	knows	the	concepts.	We	have	to	analyze	the	key	
concepts,	 such	 as	 human	 intelligence,	 discovery,	 causality,	
understanding,	 and	 consciousness	 down	 to	 a	mechanical	 level	
so	 that	 AGI	 can	 mimic	 them.	 We	 start	 with	 the	 notions	 of	
humanness	and	human	intelligence.	

What	are	humans	and	what	is	human	intelligence?	What	makes	
humans	 different	 from	 all	 other	 animals?	 There	 are	 many	
different	answers	 to	 these	questions.	From	an	AGI	perspective	
we	 could	 cite	 the	 complexities	 of	 our	 languages	 and	 thoughts	
and	our	culture-based	innovations	and	adaptations.	Humans	as	
social	 beings	 can	 understand	 complex	 things	 and	 discover	
natural	 laws;	 we	 have	 consciousness,	 self-awareness,	 and	 can	
empathize	with	 others.	Of	 course,	 not	 all	 these	 characteristics	
are	 unique	 to	 humans.	 What	 are	 the	 differences	 between	 a	
human	 and	 a	 monkey	 then?	 Since	 both	 mammals	 have	 very	
complicated	 neural	 networks,	 the	 current	 deep-learning	 ANN	
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architectures	 seemingly	 cannot	 ensure	 that	 the	 brain	 we	 are	
going	 to	 build	will	 be	 human-like	 and	 not	monkey-like.	 This	 is	
probably	a	big	barrier	for	AI	connectionists	in	arguing	for	the	use	
of	ANNs	as	the	basis	for	artificial	general	intelligence.	

In	 nature,	 we	 see	 how	 simple	 ants	 can	 collectively	 exhibit	
intelligence.	 In	 artificial	 swarm	 intelligence,	 an	 ant	 algorithm	
can	 produce	 some	 level	 of	 intelligence.	 Indeed,	 there	 are	
multilevel	 intelligences.	 Human	 intelligence	 may	 be	 just	 a	
collective	 intelligence	 at	 a	 lower	 level	 and	 such	 a	 collective	
intelligence	is	constructed	on	multiple	hierarchical	levels.	Social	
intelligence	 is	 the	 collective	 intelligence	 of	 several	 individual	
intelligences,	while	individual	human	intelligence	can	be	viewed	
as	a	collective	intelligence	at	a	lower	level	derived	from	human	
organs	or	cells.	Biologists	often	compare	different	cells	by	how	
intelligently	 they	 fight	 for	 survival.	 Cancer	 cells	 are	 constantly	
fighting	 for	 their	 survival	 by	 sucking	 in	 as	 much	 nutrition	 as	
possible.	Such	intelligent	behavior	at	the	cell	level	is	considered	
unintelligent	at	a	higher	level	(human	level):	a	long	survival	time	
for	a	cancer	cell	may	 imply	a	shorter	survival	 for	 the	person	 in	
whom	 the	 cell	 resides.	 We	 can	 further	 postulate	 that	 any	
physical	 entity	 can	 be	 viewed	 as	 a	 “brain”	 that	 can	 take	 an	
input,	 process	 it,	 and	 output	 results	 based	 on	 its	
“understanding”	of	the	input	information.	Intelligence	is	not	just	
a	 characteristic	 of	 living	 things.	 The	 nature	 of	 hierarchical	
intelligences	 has	 made	 us	 believe,	 mistakenly,	 that	 a	 lower	
intelligence	 is	 not	 intelligence.	 Humans	 can	 sense	 the	
intelligence	level	of	their	own	kind,	but	often	fail	to	understand	
upper	 or	 lower	 levels	 of	 intelligence,	 just	 as	 a	 cell	 or	 protein	
cannot	understand	a	human’s	intelligence	or	the	intelligence	of	
a	non-living	object.		
	

Who	 is	more	 intelligent,	 a	monkeys	 or	 a	 humans?	 The	 reason	
that	monkeys	cannot	speak	a	sophisticated	language	is	because	
of	 poor	 neuron	 connectivity	 (a	 weak	 network)	 or	 perhaps	 for	
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lack	 of	 desire.	 Suppose	 a	 being	 has	 only	 2	 possible	 choices:	
switching	on	and	off,	when	his	action	match	human’s	desire	at	
the	moment,	he	will	be	happy,	then	whatever	we	do,	in	his	view	
there	is	only	one	question:	“do	you	want	me	switch	On	or	Off?”	
and	only	one	type	of	decision	for	him	to	make:	should	I	turn	On	
or	 turn	 Off.	Would	 his	 life	 be	much	 simpler	 and	 happier	 than	
that	of	a	human	being?	 	 In	 this	 sense,	are	we	human	beings	a	
consequence	of	evolution	or	devolution?				

	

8.4 Free Will versus Causal Determinism 
Free	 will	 is	 critical	 in	 our	 understanding	 of	 causality	 and,	
consequently,	the	meaning	of	science	and	learning	depends	on	
our	view	of	free	will.	The	central	question	of	the	free	will	is:	do	
we	have	a	choice	or	is	choice	just	an	illusion?	

Having	free	will	means	that	one	has,	uniquely,	a	choice	to	make.	
However,	free-willers	also	believe	that	our	free	will	is	limited	by	
physical	 reality	 and	 the	 laws	 of	 Nature.	 Many	 maintain	 that	
without	free	will	there	can	be	no	morality,	no	right	and	wrong,	
no	good	and	evil,	and	no	creativity.	Determinism,	the	view	that	
free	 will	 does	 not	 exist	 or	 cannot	 affect	 events,	 can	 be	
terrifying:	 If	 everything	 happens	 for	 a	 reason,	 including	 every	
piece	of	our	thoughts,	every	one	of	our	choices,	our	beliefs	and	
emotions,	 every	 tiny	movement	we	make	or	action	we	 take	…	
then	humans	will	act	just	like	machines.	

	

Conversely,	 causal	 determinism	 holds	 that	 future	 events	 are	
necessitated	 by	 past	 and	 present	 events	 combined	 with	 the	
laws	of	Nature.	According	to	this	philosophy,	every	event	is	the	
effect	 of	 antecedent	 events,	 and	 these	 in	 turn	 are	 caused	 by	
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events	 antecedent	 to	 them,	 and	 so	 on.	 Human	 emotions	 and	
actions	are	no	exception	to	this	rule.	Whether	or	not	to	commit	
a	 crime	 is	 not	 a	 choice	 and,	 likewise,	 neither	 is	 punishing	
criminals.	Feeling	freedom	of	choice	 is	 just	an	 illusion.	 	We	are	
and	 act	 like,	 but	 don’t	 feel	 like	machines.	 Scientists	 cannot	 be	
satisfied	 with	 freewill	 as	 the	 ultimate	 case:	 what	 causes	 a	
person	 to	make	 certain	 choices?	 Are	 free	wills	 inherited	 from	
ancestors?	 If	 there	 is	 free	 will,	 then	 because	 all	 non-free	 will	
actions	are	predetermined,	everything	is	ultimately	determined	
by	free	will	anyway!	 In	other	words,	the	ultimate	answer	to	all	
“why”	 questions	 is	 the	 same,	 “because	 of	 free	 will”,	 and	
causality	 completely	 misses	 its	 sense.	 With	 the	 ultimate	
development	of	neuroscience	and	understanding	of	the	human	
brain,	how	much	 space	will	 remain	 for	 free	will?	Whether	 you	
believe	in	free	will	or	not,	causality	and	scientific	discovery	only	
make	 sense	 on	 the	 basis	 of	 recognizable	 patterning,	 i.e.,	
similarity	 grouping	 and	 the	 similarity	 principle	 as	 described	 in	
Chapter	2.	

	

8.5 The Identity Paradox 
The	 Identity	 Paradox	 is	 closely	 related	 to	 the	 question	 as	 to	
whether	 AGI	 can	 surpass	 human	 intelligence	 or	 not.	 Puzzles	
about	identity	and	persistence	ask:	under	what	conditions	does	
an	object	persist	 through	 time	as	one	and	 the	 same	object?	 If	
the	world	contains	 things	 that	endure	and	 retain	 their	 identity	
despite	undergoing	alteration,	then	somehow	those	things	must	
persist	through	changes	(Chang,	2012,	2014).		

	

We	 replace	 malfunctioning	 organs	 with	 healthy	 ones.	 We	
commit	to	physical	exercise	to	improve	our	health.	We	try	hard	
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to	forget	sad	memories	as	soon	as	we	can,	and	maybe	we’ll	be	
able	 to	use	medical	equipment	 to	erase	undesirable	memories	
in	 the	 future.	 We	 are	 constantly	 learning	 and	 equipping	 our	
brain	with	new	knowledge.	As	these	processes	continue,	are	we	
making	a	human-machine	mixed	race?	When	does	a	person	lose	
his	or	her	identity	in	the	process?		

The	 Identity	Paradox	can	evolve.	A	Wiseman	 is	getting	old	and	
weak	 physically.	 He	 says	 to	 a	 young	 man:	 “The	 only	 thing	 I	
regret	is	that	I	was	so	focused	on	knowledge	when	I	was	young,	
I	didn’t	get	enough	physical	exercise.”	“You	can	have	my	body	in	
exchange	for	your	wisdom,”	the	young	man	said.	The	Wiseman	
thinks	 this	 is	 a	 good	 suggestion,	 and	 they	 decide	 to	 use	 the	
“incredible	machine”	 to	make	 the	 deal	 happen.	 In	 a	moment,	
the	 machine	 has	 exchanged	 all	 information	 between	 the	 two	
brains.		As	we	may	expect,	any	bilateral-willing	exchange	should	
make	 both	 parties	 happy.	 But	 are	 they?	 When	 the	 exchange	
occurs,	 nearly	 all	 information,	 including	 personal	 history	 and	
emotions,	 but	 not	 their	 free	 will,	 is	 interchanged.	 You	 might	
have	 already	 been	 aware	 that	 after	 the	 exchange	 the	
Wiseman’s	mind	and	the	young	man’s	body	are	bound	together.	

We	 are	 ready	 now	 to	 answer	 the	 question:	 will	 AI’s	
achievements	 surpass	 humankind’s?	 Most	 popular	 and	
controversial	 answers	 to	 this	 question	 come	 from	 technical	
perspectives.	However,	 as	we	have	discussed,	we	 cannot	even	
well-define	 what	 humankind	 is,	 though	 everyone	 probably	
thinks	he	has	a	clear	concept	of	what	a	human	being	is,	and	that	
it	 is	 similar	 to	 everyone	 else’s.	 I’d	 rather	 answer	 the	 question	
from	a	social	instead	of	a	technical	perspective.	During	the	long	
future	 course	 of	 AGI’s	 development,	 we	 human	 beings	 will	
develop	emotions	towards	AGI	agents	as	they	live	with	us	on	a	
daily	basis.	We	will	 not	discriminate	against	 “anyone”	because	
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of	 race,	 color,	 gender,	 sexual	 orientation,	 or	 origin	 (machine-
made	 or	 not);	 all	 that	 matters	 are	 time	 and	 intellectual	
interactions,	 be	 they	 technical	 or	 emotional.	 The	 concept	
(connotation	 and	 extension)	 of	 a	 human	 being,	 like	 all	 other	
concepts,	is	subject	to	the	dynamics	of	evolution.	Before	we	can	
develop	 the	 full	 capacity	 of	 AGI,	 our	 societal	 view	 (our	
definition)	 of	 mankind	 will	 have	 to	 experience	 dramatic	
modifications.	 AGI	 agents	 will	 be	 recognized	 as	 the	 machine-
race	 of	 humankind.	 On	 one	 hand,	 AGI	 will	 move	 closer	 and	
closer	 to	 human	 intelligence.	 On	 the	 other	 hand,	 humankind	
becomes	more	 and	more	 accepting	 of	machine-kind.	 The	 two	
parties	will	meet	and	unite	in	a	middle	way.			

	

8.6 Discovery versus Invention 
Discovery	and	invention	are	two	features	that	AGI	required.	Can	
we	 make	 an	 AGI	 agent	 capable	 of	 scientific	 discoveries	 and	
inventions?	To	answer	this	question,	we	have	to	first	clarify	the	
difference	 between	 a	 discovery	 and	 an	 invention.	 Since	 the	
determination	 of	 a	 discovery	 or	 invention	 is	 dependent	 on	
whether	or	not	 it	 initially	exists	outside	of	 a	human	 (or	agent)	
mind,	it	is	critical	to	clarify	the	connotation	and	denotation	of	a	
human	 or	 human	 identity.	 As	 we	 have	 just	 discussed,	 if	 we	
cannot	 clearly	define	what	a	person	 is	 in	 the	 Identity	Paradox,	
how	can	we	make	a	clear	differentiation	between	discovery	and	
invention?		

Even	more	fascinating,	it	is	difficult	to	tell	whether	a	discovery	is	
based	 on	 the	 discoverer	 or	 the	 person	 who	 interprets	 the	
discovery.	 Let	me	 use	 a	 paradox	 to	 elaborate	what	 I	mean	 by	
this.	If	an	AI	agent	did	generate	the	exact	same	text	as	Darwin’s	
theory	of	evolution	but	before	Darwin	did,	would	 it	mean	that	
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the	 agent	 had	discovered	 the	 theory?	And	 since	 a	discovery	 is	
presumably	made	by	 its	discoverer,	would	 this	be	the	agent	or	
the	human	reader?	Should	we	explain	the	text	differently	from	
Darwin’s	text	just	because	it	was	generated	by	a	machine?	If	we	
explain	the	machine-generated	text	the	same	way	as	we	did	for	
Darwin’s	text,	should	we	call	it	a	discovery?	If	we	do,	we	in	fact	
have	 created	 an	AI	 that	 can	 carry	 out	 scientific	 discovery,	 and	
such	 an	 AI	 agent	 can	 be	 just	 a	 random	 text	 generator	 or	 a	
simple	 software	 package	 that	 can	 randomly	 generate	 English	
words.	 In	 theory	 this	 random	 text	 generator	 can	 generate	 any	
text	as	long	as	sufficient	time	is	given.		

	

8.7 Connotation of Understanding 
	Making	a	machine	 that	 can	understand	human	 language	 is	 an	
important	 but	 challenging	 goal	 for	 AGI.	 	 In	 my	 view	 (Chang,	
2012,	2014),	we	humans	have	not	yet	understood	the	meaning	
of	understanding.	 I	believe	mechanical	 interpretations	of	these	
concepts	are	essential	before	we	can	implement	AGI.	Chang	and	
Chang	 (2017)	 take	 a	 fresh	 approach	 to	 analyzing	 the	
connotations	 of	 understanding	 using	 recursive	 concept-
mapping,	 and	 conclude	 that	 understanding	 is	 essentially	
concept-mapping	 game.	 “One	 explains	 a	 concept	 using	 other	
concepts	 that	 are	 further	 explained	by	 other	 concepts,	 and	 so	
on.	Since	concepts	are	limited	for	any	individual	at	any	time,	we	
will	 eventually	 come	 to	 circular	definitions.”	 If	we	 connect	 the	
words/concepts	 used	 in	 the	 definitions	 in	 sequence,	 they	 will	
form	 a	 personal	wordnet,	 called	 an	 iWordNet.	 Here	 “i”	 in	 the	
term	 emphasizes	 the	 ties	 of	 the	 network	 to	 the	 individual	
person.	This	understanding	of	the	term	“understanding”	implies	
that	 exhibiting	 understanding	 is	 understanding.	 The	 authors	
discovered	 that	 an	 individual’s	 knowledge	 or	 IQ	 bears	 a	
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relationship	 to	 the	 global	 topological	 properties	 of	 his/her	
iWordNet.		

	

Figure	8.1:	Circular	Definitions	of	Concepts	

If	the	meaning	of	“understanding”	is	not	what	we	think	is,	but	
just	a	concept-mapping,	then	the	approach	we	should	take	for	
AGI	will	be	very	different	from	the	big	data	approaches	that	are	
currently	used	in	NLP.	

	

8.8 Future Directions of AGI 
An	 AGI	 agent	 should	 have	 some	 intrinsic	 abilities	 in	
understanding	 concepts	 (not	 words	 in	 any	 form)	 such	 as	
inclusion,	all,	some,	disjunction,	implication,	preference,	similar	
past,	 and	 precedence	 (Chang,	 2012).	 The	 general	 learning	
mechanism	of	AI	should	be	simple,	fast,	sequential,	hierarchical,	
and	 recursive.	 After	 positing	 the	 importance	 of	 the	 similarity	
principle	 as	 the	most	 general,	 most	 fundamental	 principle	 for	
scientific	discovery	and	learning,	I	believe	AGI	should	start	with	
a	 zero-data	 based	 and	 language-independent	 strategy,	 as	
opposed	 to	 the	 big-data	 based,	 expert-knowledge-dependent	
and	 language-specific	 approach.	 An	 effective	 way	 of	 studying	
AGI	has	to	start	with	a	zero-data	methodology	before	adopting	
any	big	data	approach.		

Confused	

Perplexed	

Puzzled	

Challenge	

Difficult	
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Around	 the	 year	 2010,	 I	 experimentally	 made	 a	 pair	 of	
prototype	 of	 zero-data-based,	 language-independent	 agents,	
named	ZDA	(male)	and	LIA	(female),	who	can	understand	simple	
concepts	without	any	built-in	data	or	 language.	The	agents	can	
learn	 language	 through	 interactions	 with	 you	 no	matter	 what	
language	or	 languages	you	are	using.	 In	the	next	several	years,	
my	main	 efforts	 will	 focus	 on	 developing	 recursive	 algorithms	
that	 enable	 ZDA	 and	 LIA	 to	 learn	 more	 complicated	 things	
progressively.	 Here	 are	 the	 main	 differences	 and	 similarities	
between	my	approaches	 for	 ZDA	and	 LIA	 and	mainstream	AGI	
research.		

1. Goal:	 Achieving	 human-like	 behaviors	 but	 not	
necessarily	 scientifically	 correct	 responses	 vs.	
Maximizing	robot	capabilities	to	serve	human	beings.		

2. Data:	 Zero-data	 based	 approach	 vs.	 Big-data	 based	
approach.		

3. Language:	 Language-independent	 approach	 vs.	 Built-in	
languages	required.		

4. Conceptualization:	Understanding	a	concept	 is	a	tuning	
process	over	 time	 for	an	 individual	vs.	a	concept	has	a	
fixed	correct	meaning,	or	meanings,	for	everyone.		

5. Principle	of	Learning:	The	similarity	principle	vs.	Lack	of	
a	general	principle	(at	the	moment).		

6. Learning	Architecture:	No	built-in	terms	for	concepts	in	
any	language;	learning	is	a	recursive	process	of	concept-
to-concept	or	concept-to-action	mapping,	moving	from	
simplicity	 to	complexity	vs.	Concepts	are	built-in	 terms	
in	 some	 languages,	 and	 learning	 is	 just	 command-to-
action	mapping.		

7. Learning	 Engine:	 Mainly	 through	 curiosity-driven	 and	
purpose-driven	 active	 learning	 through	 asking	 smart	
questions	 and	 a	 feedback	 mechanism	 vs.	 Passive	
learning	 through	 “human”	 feed-in	 training	 data	 and	
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reinforcement	learning.		
8. Learning	 Pathway:	 Learning	 through	 extensive	

interactions	–	just	as	we	take	20	some	years	to	teach	a	
person	 until	 a	 college	 graduate	 –	 through	 teacher-
student,	 peer	 to	 peer	 interactions	 observation	 of	
others,	 mimicry	 and	 analogy	 (via	 genetic	 operations),	
and	 reinforcement	 learning	 through	 interaction	 with	
the	 environment	 vs.	 Big	 data	 feed-in	 and	 teacher-
student,	 peer-to-peer	 interactions,	 and	 reinforcement	
learning	through	interaction	with	environment.		

9. Response	 Engine:	 Adaptive	 and	 proactive	 response	
rules	 based	 on	 a	 time-dependent	 maximum	 expected	
utility	 rule	 and	 a	 basic	mechanism	 of	 game	 theory	 vs.	
Task-driven	responses.		

10. Knowledge	 Discovery,	 Invention,	 and	 Creativity:	 All	
through	 genetic	 operations,	 analogy,	 and	 feedback	
mechanics	vs.	Data	mining,	genetic	algorithms.		

11. Consciousness:	 ZDA’s	Consciousness	will	 be	dependent	
on	how	he	will	be	treated	in	the	society	vs.	Built-in	fixed	
social	norms	(some).		

12. Inheritance:	ZDA	and	LIA	have	some	14	built-in	intrinsic	
abilities	 and	 the	mechanism	of	 the	 similarity	 principle,	
everything	 else	 being	 obtained	 through	 learning	 or	
interaction	with	the	environment	over	time	vs.	none.		

13. Logical	 Reasoning:	 Learning	 of	 deduction	 and	 other	
reasoning	 approaches	 through	 induction	 and	 the	
similarity	principle	vs.	Built-in	laws	of	logical	reasoning.		

14. Advanced	skills:	Math	and	AI	can	be	learned	by	ZDA	vs.	
AGI	 has	 built-in	 Math	 operations	 and	 AI	 (genetic)	
algorithms.		

15. Sensor	Organs	Coordination:	For	learning	enhancement	
vs.	For	command-to-action	response.			

16. Swarm	 Intelligence:	 SI	 exists	 and	 can	 promote	 social	
collaboration	 vs.	 SI	 exists	 and	 can	 promote	 social	
collaboration.			

17. Evolution:	Darwin’s	 laws	of	evolution	vs.	Darwin’s	 laws	
of	evolution.			
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Cloning:	 ZDA	 and	 LIA	 can	 be	 cloned	 at	 any	 age	 in	 their	
lifetimes	vs.	Agents	can	be	cloned	at	any	time.		
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